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Abstract

Standard item response theory (IRT) models fit to examination responses
ignore the fact that sets of items (testlets) often are matched with a single com-
mon stimuli (e.g., a reading comprehension passage). In this setting, all items
given to an examinee are unlikely to be conditionally independent (given exami-
nee proficiency). Models that assume conditional independence will overestimate
the precision with which examinee proficiency is measured. Overstatement of
precision may lead to inaccurate inferences as well as prematurely ending an
examination in which the stopping rule is based on the estimated standard error
of examinee proficiency (e.g., an adaptive test). The standard three parameter
IRT model was modified to include an additional random effect for items nested
within the same testlet (Wainer, Bradlow, and Du, 2000). This parameter, γ,
characterizes the amount of local dependence in a testlet.

We fit 86 TOEFL testlets (50 reading comprehension and 36 listening
comprehension) with the new model, and obtained a value for the variance of γ
for each testlet. We compared the standard parameters [discrimination (a), diffi-
culty (b), and guessing (c)] with what is obtained through traditional modeling.
We found that difficulties were well estimated either way, but estimates of both a
and c were biased if conditional independence is incorrectly assumed. Of greater
import, we found that test information was substantially over-estimated when
conditional independence was incorrectly assumed.

Key words: Gibbs sampling, local dependence, listening comprehension, reading
comprehension, Bayesian model fitting
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The Test of English as a Foreign Language (TOEFL®) was developed in 1963 by the National Council
on the Testing of English as a Foreign Language. The Council was formed through the cooperative
effort of more than 30 public and private organizations concerned with testing the English proficiency
of nonnative speakers of the language applying for admission to institutions in the United States. In
1965, Educational Testing Service (ETS®) and the College Board assumed joint responsibility for the
program. In 1973, a cooperative arrangement for the operation of the program was entered into by ETS,
the College Board, and the Graduate Record Examinations (GRE®) Board. The membership of the
College Board is composed of schools, colleges, school systems, and educational associations; GRE
Board members are associated with graduate education.

ETS administers the TOEFL program under the general direction of a policy board that was established
by, and is affiliated with, the sponsoring organizations. Members of the TOEFL Board (previously the
Policy Council) represent the College Board, the GRE Board, and such institutions and agencies as
graduate schools of business, junior and community colleges, nonprofit educational exchange
agencies, and agencies of the United States government.

✥      ✥      ✥

A continuing program of research related to the TOEFL test is carried out under the direction of the
TOEFL Committee of Examiners. Its 11 members include representatives of the TOEFL Board, and
distinguished English as a second language specialists from the academic community. The Committee
meets twice yearly to review and approve proposals for test-related research and to set guidelines for
the entire scope of the TOEFL research program. Members of the Committee of Examiners serve
three-year terms at the invitation of the Board; the chair of the committee serves on the Board.

Because the studies are specific to the TOEFL test and the testing program, most of the actual research
is conducted by ETS staff rather than by outside researchers. Many projects require the cooperation
of other institutions, however, particularly those with programs in the teaching of English as a foreign
or second language and applied linguistics. Representatives of such programs who are interested in
participating in or conducting TOEFL-related research are invited to contact the TOEFL program
office. All TOEFL research projects must undergo appropriate ETS review to ascertain that data
confidentiality will be protected.

Current (2000-2001) members of the TOEFL Committee of Examiners are:

Lyle Bachman University of California, Los Angeles
Diane Belcher The Ohio State University
Micheline Chalhoub-Deville University of Iowa
Jodi Crandall (Chair) Peace Corps/Kiribati
Catherine Elder University of Auckland
Glenn Fulcher University of Surrey
Antony J. Kunnan (Ex-Officio) California State University, LA
Ayatollah Labadi Institut Superieur des Langues de Tunis
Richard Luecht University of North Carolina at Greensboro
Merrill Swain The University of Toronto
Richard Young University of Wisconsin-Madison

To obtain more information about TOEFL programs and services, use one of the following:

E-mail: toefl@ets.org

Web site: http://www.toefl.org
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Introduction

Implicit in the descriptions of the character of what TOEFL will become in
the 21st century is the need for a new kind of psychometrics; a psychometrics
that is aimed at more complex test items built to directly measure more complex
behavior. Measuring more complex behaviors is commonly accomplished in
many current standardized educational tests through tasks that are coherent
groups of multiple-choice items based on a single stimulus. Such groupings,
usually called testlets (Wainer & Kiely, 1987), are used for many reasons, princi-
pal among them are time and cost constraints. The basic idea is that the process-
ing of the stimulus by the examinee requires a considerable amount of mental
processing and hence time; therefore, by pairing such a stimulus with more than
a single test item the marginal time for gathering additional information is re-
duced. Examples of testlets can be found in TOEFL’s reading comprehension sec-
tion (the stimulus is the reading passage) as well as the listening comprehension
section.

Although it is well known that testlet items are not conditionally inde-
pendent because of their reliance on a common stimulus, it is usually assumed
they are; that is, given an examinee’s proficiency, the responses to items are in-
dependent. This incorrect assumption is made because it facilitates straightfor-
ward analyses of multiple-choice responses. Obviously, when multiple-choice
items are composed into testlets, the assumption of conditional independence (CI)
becomes more tenuous. Some reasons that have been offered for why testlet ob-
tained responses violate CI are: subject matter expertise, misdiagramming of the
stimulus, fatigue, etc. (Yen, 1993). The effect of this violation is that items that
are nested within the same testlet will have a dependence structure that is not
exhibited across items from different stimuli. It has been repeatedly shown
(Sireci, Wainer, & Thissen, 1991; Wainer, 1995; Wainer & Thissen, 1996; Wainer
& Lukhele, 1997a,b; Yen, 1993) that this dependence structure, if ignored by ap-
plying standard IRT models with a CI assumption, will result in an overstate-
ment of precision of proficiency estimates as well as a bias in item difficulty and
discrimination parameter estimates. In earlier research (Wainer & Lukhele,
1997a,b), we showed that the practice of ignoring the excess local dependence in
TOEFL’s reading comprehension section yielded an overestimate of the section’s
reliability that corresponded to a test 30 to 40 percent longer than it was. The
bias in the estimation of listening comprehension’s reliability was somewhat
smaller (6 to 13 percent too large) but still enough to be worrisome.

How should a test composed of testlets be scored to avoid the biases that
result from unmodeled local dependence? We believe that building extensions
onto the framework of the psychometrics that has served us well for hundreds of
years is a prudent strategy. This belief has led us to investigate one class of
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extensions: a fully Bayesian approach to item response theory extended to cover
coherent groups of items (testlets). Our initial investigations have yielded fruit
in the form of a generalization of Birnbaum’s two-parameter model (Bradlow,
Wainer, & Wang, 1999). This extension proved the practical viability of this ap-
proach. The second stage of this research developed the testlet generalization of
Birnbaum’s three-parameter model (Wainer, Bradlow, & Du, 2000). The model,
and a computer program that implements it, was tested within the context of
simulations as well as on a GRE data set (Du, 1998).

The results obtained were instructive, but, because the GRE is not yet a
primarily testlet-based test, the full impact of the new model was not apparent.
The nature of language testing is such that testlets are a natural format; read-
ing and listening comprehension have traditionally been testlets. In addition, es-
says scored by more than a single judge on more than a single criterion are also
naturally thought of as testlets. Thus, it is clear that TOEFL is an obvious can-
didate to be scored by the new model.

There are other plausible alternative scoring models. In the past we have
advocated using polytomous IRT models to score testlets (Sireci, Wainer, &
Thissen, 1991; Wainer, 1995; Wainer & Thissen, 1996). This approach has
worked well in the situations for which it is appropriate, but has two shortcom-
ings:

1. Because it fits the total number correct obtained on the testlet, it loses
whatever information is contained in the precise pattern of responses the
examinee generates.

2. Because each examinee might have a different set of items associated with
the same testlet stimulus (i.e., in reading comprehension, a different set of
questions associated with the same passage), it is inappropriate if the test
is administered adaptively.

What is generally termed “linguistic ability” is, in fact, a complex mixture
of interrelated proficiencies. Obtaining an accurate assessment of each of these
proficiencies is difficult, time consuming, and expensive. To do such an assess-
ment under plausible practical constraints requires that all information in an
examinee’s responses be extracted, that the assessment instrument be adminis-
tered efficiently (e.g., adaptively), and that the information obtained be combined
in as optimal a fashion as possible. The testlet model that we used in this study is
an important step toward fulfilling the first two of these. Optimal estimation of
subscores is a separate topic, but an empirical Bayes approach has shown great
promise in producing highly reliable subscores useful for diagnostic purposes
(Wainer, Sheehan, & Wang, 2000).
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The Model

The three-parameter logistic model (3-PL) was proposed by Allan
Birnbaum in 1968, and has the following mathematical form,

p( ijy =1) = jc + (1 − jc )
exp[ ja ( iθ − jb )]

1 + exp[ ja ( iθ − jb )]
                               (1)

where yij is the score for item j received by examinee i, and hence
p(yij =1) is the probability that examinee i answers item j correctly
θi is the trait value (e.g., ability or proficiency) of examinee i,
aj denotes the discrimination parameter of the item j,
bj is the difficulty parameter of test item j, and
cj denotes the pseudo-chance level parameter of item j

For a full explication of this model see the usual sources (e.g., Hambleton &
Swaminathan, 1985; Lord, 1980; Wainer & Mislevy, 1990).

The new testlet model adds a random effect to the logit of equation (1) that
is an interaction of person i with testlet g(j),  the testlet that contains item j. This
model, formally, is

p( ijy =1) = jc + (1 − jc )
exp[ ja ( iθ − jb − ig( j )γ )]

1 + exp[ ja ( iθ − jb − ig( j )γ )]
 .                     (2)

Estimates of the unknown model parameters were obtained by drawing
samples from their posterior distributions via the Gibbs sampler (Gelfand &
Smith, 1990). To implement the Gibbs sampler we drew, in turn, from the set of
conditional distributions of each unknown parameter (or a subset of them) condi-
tional on the previously drawn values of all other parameters and the data. After
a determined number of complete cycles the Gibbs sampler obtains draws from
the correct target posterior distribution, thus yielding proper estimates of the
parameters of interest. The general framework for implementing the Gibbs sam-
pler for IRT models was initially described for binary educational data in Albert
(1992) and for the more general polytomous data setting in Albert & Chib (1993).
This work was focused on the less general two-parameter model for which all
conditional distributions to sample from are in closed form due to the availability
of a natural conjugate structure. This is not true for the model in equation (2)
because it includes a guessing parameter. The estimation of this model requires
a more computationally-intensive procedure that samples over the full grid of
parameter values. The details involved in using this procedure for the model in
equation (2) are presented elsewhere (Du, 1998; Wainer, Bradlow, & Du, 2000)
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and will not be repeated here. The key ideas to be kept in mind in interpreting
this model are:

1. The three standard parameters (a, b and c) are identical in value and in-
terpretation in this model as they are in the traditional 3-PL IRT model.

2. The testlet parameter γig( j) is a random effect and its sum (over examinees),
within any testlet, is zero. It works its effect through its variance. If its
variance is zero it means that there is no excess local dependence within
that testlet; the items in the testlet are conditionally independent. As its
variance grows, so too does the amount of local dependence.

The Results

We fit pretest data for TOEFL testlets in reading and listening compre-
hension. The pretest calibrations were done on domestic sample sizes of
approximately 2,000 examinees on the listening portion and about 500 on the
reading. These multiple samples were connected to one another through a com-
mon (equating) portion which were the actual operational test items. The sample
sizes for the operational items were about 27,000. All data were from the April
1998 administration. There were 50 13-item reading comprehension testlets and
36 listening testlets whose size was either 10 or 5 items. Although different ex-
aminee samples were administered different testlets, they all were administered
the entire set of equating items. These were discrete for the listening compre-
hension items and testlets for the reading comprehension. The structure of the
data set is shown in Table 1.

Table 1. The structure of the data set

Reading Listening
Comprehension Comprehension

Number of equating items 49 50

Number of testlets 50 36
Number of items in testlets 650 240

Total items 699 290

Estimation sample sizes
Equating items 26,977 26,977

Median sample size per testlet 544 2,182
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We normalized the parameterization by establishing the ability distribu-
tion as normal with mean equal to zero and standard deviation equal to one. The
operational items were fit with the var(γ) set equal to zero and were used as the
equating link among the different forms.1 This meant that the parameters for all
testlet items were on the same scale without any further manipulation. The jus-
tification for using such an equating link lies not in the unidimensionality of the
test, for the heterogeneous nature of TOEFL’s examinee population precludes
that, but in the fact that whatever construct multidimensionality exists is only
modestly related to the item format (see Schedl, Thomas, & Way, 1995, and espe-
cially the factor analytic appendix to that report which showed that the princi-
pal multidimensionality was what they called an “end of test factor” due to the
speededness of the test).

We also fit these data using the standard 3-PL model assuming conditional
independence of all items using the computer program BILOG (Mislevy & Bock,
1983).

We found, contrary to earlier findings (Wainer & Lukhele, 1997a,b), that
the amount of local dependence was greater in the listening testlets than for the
reading comprehension testlets. This was not due to the difference in the scoring
model, for when we refit the data used by Wainer & Lukhele with the new model,
we essentially duplicated their findings. We will discuss this apparent anomaly
at the end of this paper. In Figure 1 is a schematic representation of the distribu-
tion of the variance of γ, in which the boxes represent the middle 50 percent of
the estimated values of the variance of γ, the large dot in the center represents
the median, and the extreme dots represent the largest and smallest values of
the variance of γ.

                                                
1 This approach is appropriate for the purposes of equating, since equating uses primarily the
difficulty of the equating items and the estimate of difficulty is essentially unaffected by the size of
the testlet effect (Wainer, Bradlow, & Du, 2000). We used this approach because of a misunder-
standing on our part of the character of the operational items (we believed, incorrectly, that they
were all independent items). Were we to redo the analyses now we would estimate the var(γ)
rather than fix its value at zero.
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Figure 1 Box and whisker plots showing the distribution of the variance of γ for
50 reading comprehension testlets and 36 listening comprehension
testlets.

As is evident, the amount of local dependence, as measured by the variance of
γ, is both larger and more variable in the listening comprehension testlets than in
reading comprehension. We have no explanation for this at this time, but the sam-
ples of both examinees and testlets were sufficiently large for us to judge that this is
not a statistical artifact. We shall discuss the consequences of this amount of local
dependence in the Information section.

When local dependence is ignored, errors of estimation occur in the item pa-
rameters. These range from being negligible for difficulty to more substantial for
discrimination and guessing.
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Listening Comprehension Results

In Figure 2 are the estimated discriminations using the testlet model (esti-
mated using a Gibbs Markov Chain Monte Carlo procedure) for the listening items.
The filled circles represent independent items, the open circles the testlet items.
The Gibbs estimates are compared with those obtained from BILOG. We note that
the independent items are estimated almost identically (r = 0.97) with the two pro-
cedures (as they should be), but the discriminations for the testlet items are some-
what underestimated by BILOG.

Figure 2 A comparison of the estimated values of the discrimination parameter
(a) for listening comprehension items, both testlet-based and inde-
pendent. Estimates either account for local dependence (Gibbs a), or
ignore it (BILOG a).

In Figure 3 are the estimated difficulties for the listening items. The esti-
mates for both independent and testlet items are essentially identical (r = 0.99) with
the two procedures. This is happy news, suggesting that item difficulty estimates
are unaffected by local dependence and that current procedures are sufficient for
this purpose.
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Figure 3 A comparison of the estimated values of the difficulty parameter (b) for
listening comprehension items, both testlet-based and independent.
Estimates either account for local dependence (Gibbs b), or ignore it
(BILOG b).

Figure 4 shows the estimated value of the guessing parameter for the listen-
ing items. As with the other parameters the independent items are estimated al-
most identically (r = 0.96) with the two procedures. It appears that the value of the
guessing parameter is overestimated when local dependence is ignored.
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Figure 4 A comparison of the estimated values of the guessing parameter (c) for
listening comprehension items, both testlet-based and independent.
Estimates either account for local dependence (Gibbs c), or ignore it
(BILOG c).

Reading Comprehension Results

In Figure 5 are the estimated discriminations for the reading items. As be-
fore, the independent items are estimated almost identically (r = 0.98) with the two
procedures, but this time the discriminations for the testlet items are somewhat
overestimated by BILOG. We have no explanation for this at this time.
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Figure 5 A comparison of the estimated values of the discrimination parameter
for reading comprehension items, both testlet-based and independent.
Estimates either account for local dependence (Gibbs a), or ignore it
(BILOG a).

In Figure 6 are the estimated difficulties for the reading items. As with lis-
tening, the estimates for both independent and testlet items are essentially identi-
cal for the two procedures.
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Figure 6 A comparison of the estimated values of the difficulty parameter (b) for
reading comprehension items, both testlet-based and independent. Es-
timates either account for local dependence (Gibbs b), or ignore it
(BILOG b).

Finally, in Figure 7 the estimated value of the guessing parameter for the
reading items looks just like the parallel result for listening. The independent items
are estimated almost identically (r = 0.97) with the two procedures and the guessing
parameter is overestimated when local dependence is ignored.
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Figure 7 A comparison of the estimated values of the guessing parameter (c) for
reading comprehension items, both testlet-based and independent. Es-
timates either account for local dependence (Gibbs c), or ignore it
(BILOG c).

Information

Thus far we have shown that there are small but reliable biases in the esti-
mated values of the item parameters of TOEFL testlet items when conditional
independence is incorrectly assumed. Avoiding these biases is in itself a sufficient
reason for adjusting the estimation method. However, it is critical to indicate the
extent to which inferences, based on these incorrect values, are incorrect. Since in-
ferences from any test typically, and most importantly, focus on the estimate of the
examinee’s proficiency ( θ̂  in the model), let us focus our discussion on the accuracy
of such estimates.

The accuracy of the estimate of the parameter θ is commonly described by the
model-based standard error. For a variety of reasons, not the least of which were
the cumbersome calculations required to determine the standard error of a compos-
ite, Fisher (1922) preferred to use a transformation of standard error he termed
“information.” Fisher Information is the inverse of the square of the standard error.
When the standard error is small, information is large, and vice versa. Fisher
Information is a staple of item response theory and is yielded directly from the
asymptotic value of the likelihood (see Wainer & Mislevy, 1990, p. 78).
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How does the new model affect an item’s information function? The short an-
swer is that in general this model lowers it for the group that is administered a
testlet which contains that item. We can easily understand why this is the case
through consideration of the formula for information (from equation 3 in Wainer,
Bradlow, and Du, 2000)

I( iθ ) = j
2a

2

exp( ijt )
1 + exp( ijt )( ) 1 − jc

jc + exp( ijt )







(3)

where ijt = ja ( iθ − jb − id ( j )γ ) for the testlet d(j) that includes item j.

The key element in equation (3) is the logit tij. The addition of the testlet pa-
rameter γ merely relocates the mode of the information function. For example, in
Figure 8 is shown the information curves for a more difficult than average listening
item. The dashed curve represents what we would have thought the information
was if we ignored the testlet effect. The solid line shows the actual information for a
typical examinee for this testlet-based item. Note that the amount of information
that is contained in the item is the same; it is just translated by an amount equal to
γ to the right for this examinee.

Figure 8 The information curves for listening comprehension item 206 if we
treat it as an independent item (dashed curve) or if it has a value of
γ=1.1 (solid curve). The information is the same for both, but it is
shifted to the right by the value of γ for the curve generated by the
testlet model.
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But all examinees have their own information curves. Listening item 206,
depicted in Figure 8 yields a sheaf of information curves that correspond to a distri-
bution of γ that has a mean of zero and a variance of 1.14. A selection from that
sheaf of curves is shown in Figure 9 (once again the dashed line is the information
curve corresponding to a zero testlet effect).

                   

Figure 9 A sheaf of information curves for listening comprehension item 206
showing the distribution obtained when γ has a mean value 0.0 and a
variance of 1.14.

We can summarize the information in item 206 by averaging across all of the
curves shown in Figure 9. When we do this the spread out character of the diversity
of information functions generated by the nonzero variance of γ means that the re-
sulting information curve will have the same area under it (the same total informa-
tion) as the curve generated by ignoring the local dependence, but it will be more
platykurtic; more spread out. Such a curve is shown in Figure 10.
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Figure 10 The information curves for listening comprehension item 206 if we treat it as an
independent item (dashed curve) or if we average the entire sheaf of curves shown
in Figure 9 (solid curve). The information is the same for both, but is more
platykurtic (flatter) for the curve generated by the testlet model.

We are almost done examining the differences between these two approaches.
The two curves in Figure 10 both depict the same amount of information. The key
difference is that the curve that takes into account the local dependence among the
items in item 206’s testlet is more platykurtic. If the areas under these two curves
are the same, how does the model (correctly) depict the fact that there is less infor-
mation in a testlet-based item than would be expected under conditional independ-
ence? The answer is that when we averaged the sheaf of curves we ought to have
weighted those curves near θ = 0 more than those at more extreme values, since
there are more people in the region of θ = 0. In effect this means integrating the in-
formation function given in equation (3) over the ability distribution. When this is
done we find the anticipated result; when the conditional dependence is fit, we find
that there is less information. This result is shown in Figure 11.
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Figure 11 The weighted information curves for listening comprehension item 206
if we treat it as an independent item (dashed curve) or as a testlet-
based information curve (solid curve). Both curves are weighted by the
Gaussian proficiency distribution (normal with mean zero and variance
one). The information is overestimated for the curve generated by the
model that ignores local dependence.

Of course what we have shown in Figure 11 is just for a single item; in this
case item 206. If we repeat this for all of the items in a testlet and sum them, we ob-
tain the testlet information curve. In Figure 12 are the information curves for lis-
tening testlet 8.2 which is composed of five items, numbers 206 through 210. As be-
fore, the dashed curve reflects the information reported by the model if conditional
dependence is ignored. The solid curve is the more accurate depiction of the amount
of information in this testlet. This shows that when γ is 1.14, a relatively large value
in this data set, information will be overestimated by as much as 15 percent when
proficiencies are in the 0 to 1 logit range if conditional dependencies are ignored; it
will be underestimated for lower proficiency levels.
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Figure 12 The weighted information curves for listening comprehension testlet
8.2 if it is treated as a set of independent items (dashed curve) or as a
testlet (solid curve). The information is overestimated for the curve
generated by the model that ignores local dependence by as much as
15 percent for some ability levels. Testlet 8.2 has a large value of
γ (= 1.14).

By way of contrast, listening testlet 10.0, which is composed of items 231
through 240, has a low level of conditional dependence (variance of γ = 0.19). The
information curves for this testlet are shown in Figure 13 and shows, as expected,
almost no difference.
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Figure 13 The weighted information curves for listening comprehension testlet
10.0 if it is treated as a set of independent items (dashed curve) or as a
testlet (solid curve). The information is about the same for the two test
scoring models. Testlet 10.0 has a small value of γ (= 0.19).

Remaining Questions and Future Directions

This initial examination of TOEFL testlets using a scoring model especially
built for this circumstance has provided some insights and provoked some new
questions. We have seen what is the range of conditional dependence within TOEFL
reading and listening testlets as they are currently written (Figure 1). We have seen
that while conditional dependence seems to have almost no effect on the estimation
of item difficulty it tends to yield an overestimate of the guessing parameter and a
bias on the estimation of discrimination (Figures 2-7). We have also seen that ig-
noring conditional dependence has an effect on testlet information that, within this
sample of testlets, is about 15 percent too high under the worst of circumstances
(Figures 12 and 13).
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 The biggest question that remains is “why?”

1. Why do some testlets have much higher conditional dependence than
 others?

2. Why does the bias in the estimation of discrimination shift direction
from reading comprehension to listening?

3. Why was there greater conditional dependence among these listening
testlets than among these reading comprehension testlets when an ear-
lier study (albeit of different testlets and using a different methodology)
found exactly the opposite?

Answering these questions completely is beyond the range of the current
investigation, but that does not diminish their importance. The answer to the
first and third questions requires an examination of the content and physical
characteristics of the testlets to see what causes excess conditional dependence.
There are some obvious characteristics (e.g., ratio of passage length to number of
items) but since those are often tightly controlled we must also look into deeper
characteristics of the testlet. From a recent (November 1998) report by Sheehan,
Ginther, & Schedl, some plausible candidate characteristics are:

•  degree of redundancy in the passage

•  existence of overt markers in the passage to guide examinees

•  extent of metaphorical language.

Obviously there are other possible characteristics that might be helpful predict-
ing within-testlet dependency, but these three surely would provide us with a
beginning.

We understand much more about what makes an item hard than we do
about what makes it dependent. This is surely because, from the beginning, all
item-response models have parameterized difficulty, but until recently we have
not had a formal model that parameterizes dependence. Now that such a pa-
rameter is available we can study what causes it more rigorously.  Our
reanalysis of the same TOEFL data set, that previously showed reading compre-
hension having greater dependence than listening comprehension with the new
model confirmed that earlier finding. It also eliminates mode of analysis as a
possible cause of the anomaly. We must look elsewhere for an explanation. A
plausible one is that there is great variability in the amount of dependence and
what we previously observed was due to that. If this is true, we will need to fit
many more data sets to fully comprehend the distribution of dependence as a
function of testlet type. The current results, based as they are, on many more
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testlets, provide a somewhat more sturdy estimate of the likely direction of the
difference. But that still does not tell us why. The answer to that will require a
deeper linguistic analysis.

The second question, the direction of the bias in the estimation of item dis-
crimination, might also be illuminated through the study of testlet characteris-
tics. The key difference will be the dependent variable. For the first and third
questions it will be var(γ) and in the second it will be a.

CAT, the Principal Use for the New Model   

The new testlet model stated in equation (2) can be used as a general IRT
model for dichotomous items. When items stand alone (“discrete” is a common
term used for an item that is not part of a testlet) the testlet effect [var(γ)] will be
zero. When items are part of a testlet, their conditional dependence will be mod-
eled. This approach has some advantages over traditional methods which fit
polytomous models to testlet items. We suspect that in most practical situations
the advantage in increased information will be small. Certainly this is what we
have observed on the limited number of data sets we have fit using both models.
The interpretative advantage the model yields by providing familiar parameters
is one that is hard to quantify, and we will not try.

But the big advantage is in adaptive testing when testlets are built on-the-
fly. We know that conditional independence is not violated by the mere fact of us-
ing an adaptive item selection algorithm (Mislevy & Chang, 1998), but this is not
true if the items selected are a part of a testlet. Indeed this is the circumstance
that we had in mind when we developed this model in the first place. It is also the
reason why we did not compare its performance with a polytomous alternative in
this paper. There simply is no way for a polytomous model to be built that would
suit this circumstance. To be more specific, suppose a testlet is constructed that
has a common stimulus (e.g., a reading passage) and 15 or so items relating to
that stimulus. The items may vary widely in difficulty, but because of the inter-
dependency among them, after some subset of them have been administered, the
amount of information obtained from an examinee begins to reflect the law of di-
minishing returns. Thus, it is hoped that the item selection algorithm can choose
a suitable subset of the items for any particular examinee. Let us say that dimin-
ishing returns calculations suggest testlets should contain between five and
seven items. This means that if we use a polytomous model to characterize each

testlet, we will need to calibrate 
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= 14,443 testlets. A daunting

task. Moreover, the testlet selection algorithm will have to decide, on the basis of
information available before picking one, which of these 14,443 testlets is most
suitable. While such a methodology is conceivable, its complexity is likely to
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doom it from the start. How much easier to make up the testlet on the fly, as per
current practice, and then be able to score it properly. We believe that, for this
task, there are no current competitors to the class of models we have employed.
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