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Abstract 
 
 The purpose of this study was to investigate whether classical item statistics could be used as 
collateral information in the IRT calibration of pretest items for the computer-based Test of English as a 
Foreign Language� using BILOG, and thus lead to a reduction in examinee sample sizes. The 
development and maintenance of item pools to support computer-based testing (CBT) programs have 
placed much greater demands on the item pretesting process than was the case with paper-and-pencil 
testing, and this study attempted to show whether, using this procedure, more items than might be 
expected could be pretested, given a fixed overall examinee volume. Data from three TOEFL pretest item 
pools used in implementing CBT were used to simulate conditions under which the effects of reduced 
sample sizes, augmented by statistical collateral information from classical item statistics, could be 
investigated. Results indicated that classical statistics alone do not provide a sufficient level of collateral 
information to allow a reduction in pretest sample sizes. Reasons for these results are offered and 
suggestions for further research are provided. 
 
 
 
 
 
Key words: IRT item parameter estimation, marginal maximum likelihood, Bayesian priors, collateral 

information, on-line pretesting 
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The Test of English as a Foreign LanguageTM (TOEFL®) was developed in 1963 by the National
Council on the Testing of English as a Foreign Language. The Council was formed through the
cooperative effort of more than 30 public and private organizations concerned with testing the English
proficiency of nonnative speakers of the language applying for admission to institutions in the United
States. In 1965, Educational Testing Service® (ETS®) and the College Board® assumed
joint responsibility for the program. In 1973, a cooperative arrangement for the operation of the
program was entered into by ETS, the College Board, and the Graduate Record Examinations® (GRE®)
Board. The membership of the College Board is composed of schools, colleges, school systems, and
educational associations; GRE Board members are associated with graduate education.

ETS administers the TOEFL program under the general direction of a policy board that was established
by, and is affiliated with, the sponsoring organizations. Members of the TOEFL Board (previously the
Policy Council) represent the College Board, the GRE Board, and such institutions and agencies as
graduate schools of business, junior and community colleges, nonprofit educational exchange
agencies, and agencies of the United States government.

✥      ✥      ✥

A continuing program of research related to the TOEFL test is carried out under the direction of the
TOEFL Committee of Examiners. Its 11 members include representatives of the TOEFL Board, and
distinguished English as a second language specialists from the academic community. The Committee
meets twice yearly to review and approve proposals for test-related research and to set guidelines for
the entire scope of the TOEFL research program. Members of the Committee of Examiners serve
three-year terms at the invitation of the Board; the chair of the committee serves on the Board.

Because the studies are specific to the TOEFL test and the testing program, most of the actual research
is conducted by ETS staff rather than by outside researchers. Many projects require the cooperation
of other institutions, however, particularly those with programs in the teaching of English as a foreign
or second language and applied linguistics. Representatives of such programs who are interested in
participating in or conducting TOEFL-related research are invited to contact the TOEFL program
office. All TOEFL research projects must undergo appropriate ETS review to ascertain that data
confidentiality will be protected.

Current (2000-2001) members of the TOEFL Committee of Examiners are:

Lyle Bachman University of California, Los Angeles
Diane Belcher The Ohio State University
Micheline Chalhoub-Deville University of Iowa
Jodi Crandall (Chair) Peace Corps/Kiribati
Catherine Elder University of Auckland
Glenn Fulcher University of Surrey
Antony J. Kunnan (Ex-Officio) California State University, LA
Ayatollah Labadi Institut Superieur des Langues de Tunis
Richard Luecht University of North Carolina at Greensboro
Merrill Swain The University of Toronto
Richard Young University of Wisconsin-Madison

To obtain more information about TOEFL programs and services, use one of the following:

E-mail: toefl@ets.org

Web site: http://www.toefl.org
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Introduction 
 

The introduction of computer-based testing (CBT), and especially computerized adaptive testing 
(CAT), to a number of large-scale admissions tests, such as the Test of English as a Foreign Language 
(TOEFL�), has placed much greater demands on the item pretesting process than was the case with 
paper-and-pencil testing. This is because CAT is dependent on pools of pretested and IRT-calibrated 
items to function appropriately, while with paper-and-pencil testing, pretested items are needed only to 
build intact linear forms of the test. To support these newer CAT programs, pretesting of items to 
constitute pools is initially done by way of paper-and-pencil administration, or through special 
administrations of linear CBT pretest forms. Once a CAT program is operational, pretesting of items is 
done on-line, either by embedding the pretest items in an operational CAT, or by administering the 
pretest items in separate sections of the overall CAT in a linear fashion. 

  
Regardless of the mode and method of pretesting, however, there is currently great interest in 

reducing the pretest sample sizes needed for IRT-calibration purposes, so that more items can be 
pretested given a fixed overall examinee volume. The use of collateral information (Mislevy, Sheehan, & 
Wingersky, 1993) in the calibration process may afford one potential avenue for reducing sample sizes in 
the pretesting of items to constitute CAT pools. Because many of these large-scale CAT admissions tests, 
such as the TOEFL examination, make use of the three-parameter logistic (3PL) model, there is clearly 
room for improvement in pretest sample sizes if employing collateral information is to work. To obtain 
stable and accurate 3PL parameter estimates when using BILOG (Mislevy & Bock, 1983), the current 
rule of thumb for minimum sample size for IRT calibration is 600 examinees per pretest item. If through 
the use of collateral information this minimum sample size could be halved, then twice as many items 
could be pretested for calibration purposes given a fixed total examinee volume than would be the case 
otherwise. 

 
Mislevy et al. (1993) showed that, in an IRT framework when using BILOG, collateral information 

about items can be exploited to augment or even replace examinee responses and still produce  
satisfactory IRT ability parameter estimates. The collateral variables were the variables that could be used 
to predict, to some extent, the difficulty (b), the discrimination (a), and/or the pseudo-guessing (c) 
parameter estimates in the 3PL model. Mislevy et al. found that when using collateral data to generate 
prior distributions for the item parameters1, a calibration sample of 250 examinees provided ability 
estimates nearly indistinguishable from those obtained with a sample size of 5,000 examinees and no 
collateral data. These results were obtained using data from the reading portion of the Pre-Professional 
Skills Test (PPST�). The collateral information used by Mislevy et al. consisted of codings of item 
content and cognitive processing features that were proposed by a team of test developers who had 
carefully reviewed the PPST. 
 

One complicating factor with the use by Mislevy et al. of the content and cognitive processing 
features as collateral information in the IRT calibration process is the need to involve test developers in 
this process. Further, identifying and coding content and cognitive processing variables can be labor 
intensive for test development staff. After this identification process is complete, a system must be put in 
place for translating the collateral information into suitable prior distributions for the calibration process. 
A reasonable question is whether some other, less rigorously obtained source of collateral information 
might be identified that could be used to reduce pretest calibration sizes. One avenue to an answer to this 
question was investigated in this study. 

 
Another potential source of collateral information besides content and cognitive processing  

features � statistical collateral information � might also be able to be used to decrease sample sizes 
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needed for IRT calibration purposes. Lord (1980) showed that when the examinee ability (θ) distribution 
is normal and guessing does not exist, there is an approximate functional relationship between the 
classical item difficulty statistic (delta2) and the IRT item difficulty, or b-parameter. Lord also showed 
that under these conditions an approximate functional relationship exists between the classical item 
discrimination statistic, or r-biserial (abbreviated as r-bis) correlation, and the IRT item discrimination, or 
a, parameter.3 Given this, an approximate functional relationship should also exist between estimates of 
these parameters.  
 

Further, Jensema (1976) and Urry (1974) demonstrated that when the pseudo-guessing parameter, or 
the lower asymptote of the 3PL model, is a known constant, mathematical functions exist to relate the two 
IRT item parameters to the corresponding two classical item statistics. Although the relationships  
between these two classical statistics and the corresponding IRT parameters cannot be described by 
mathematical functions when the guessing parameter must be estimated, a correlation exists between 
them. Hence, a correlation should also exist between estimates of these parameters. For example, for 
selected sets of items from the TOEFL examination, the correlation between the b-parameter estimates 
and the delta statistics is usually above 0.7, and the correlation between the a-parameter estimates and the 
r-bis correlation is usually above 0.5 (P. A. Carey, personal communication, February 18, 1998).4  
Because accurate and stable estimation of the classical statistics requires much smaller sample sizes than 
does estimation of the IRT parameters (stable classical statistics can be derived from a sample size of 300 
examinees; see Henrysson, 1971), these statistics may be able to serve as collateral information for IRT 
parameter estimation when there is a need to reduce pretest sample sizes. 
 

Mislevy et al. (1993) pointed out that, based on Fischer�s (1973) Linear Logistic Test Model (LLTM) 
and Mislevy�s (1988) extension of it, a predictive distribution for the item difficulty parameter of a new 
item can be approximated by a normal distribution. This distribution can serve as a prior  distribution for 
the item difficulty parameter for the item. The mean of the prior distribution for the b-parameter 
estimate can be described as 
 

     j ���     (1) kj

K

k
k y

�1
�

 
where  is/are the collateral information variable/variables associated with item j, �  is/are the 

estimated coefficient/coefficients, and is the mean of the prior distribution of the b-parameter estimate 
for item j. Thus, for each item the mean of the prior distribution can be specified, and hence, there will be 
an item-specific prior for each item.  

kjy k

j�

 
Applying the method used by Mislevy et al., the relationships between the collateral information and 

the IRT item statistics illustrated in Equation 1 can be modeled using regression techniques. Specifically, 
the regression equations can be used to predict the mean of the prior distribution for the IRT item 
parameters for each item. The estimated item-specific prior distributions based on the collateral 
information can then be used in the BILOG calibration to (hopefully) reduce the necessary calibration 
sample sizes. 

 
The purpose of this study was to investigate whether classical item statistics could be used as 

collateral information in the BILOG calibration of pretest items and lead to reduction in calibration 
sample sizes. Data from three pretest item pools used in implementing CBT for the TOEFL program were 
used to simulate conditions under which the effects of reduced sample sizes augmented by statistical 
collateral information could be investigated. Details of these simulations are described in the next section 
of this paper. 
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Methodology 
 
Item Pools 
 

Pretest item pools used in this study contained items from which subsets would ultimately be 
extracted to configure final item pools to support the reading comprehension section of the TOEFL CBT. 
More specifically, three reading comprehension pretest item pools, which were constructed in a 
sequential fashion, were used in this study. Items contained in these pretest pools were pretested in 
specially constructed linear pretests given on computer. For simplicity, these three pools will be referred 
to as pools 1-3, where pool 1 was the first to be constructed and pool 3 the last. Pool 1 was made up of 
496 reading comprehension items, pool 2 contained 415 items, and pool 3 contained 383 items. These 
pretest pools can be considered reasonably parallel, subject to the extent to which reading passages and 
related sets of items can yield parallel pools. 
 
Examinee Sample Sizes 
 

Pretesting of items in pools 1-3 was performed to ensure at least 600 examinee responses per item. 
This is the current minimum sample size deemed sufficient for the estimation of stable and accurate 3PL 
parameter estimates when making use of the computer program BILOG. For certain of the analyses to be 
performed, examinee sample sizes of 600 per item were randomly split in half, yielding two samples 
containing 300 responses per item for each pool. Further, for each of the pools, two samples of 150 
responses per item were sampled randomly without replacement from the 600 responses per item  
samples. For simplicity, for each of the pools, the two samples of 300 responses per item are referred to  
as A and B, and the two samples of 150 responses per item are referred to as C and D. So, the first sample 
extracted from pool 3 that contained 300 responses per item is referred to as 3A, and the second sample 
extracted from pool 1 that contained 150 responses per item is referred to as 1D. However, not all of  
these samples were used in the analyses performed. Only the following samples were employed: 1A, 1C, 
2A, 2C, 3A, 3B, 3C, and 3D. In addition, the sample for pool 3 that contained 600 responses per item was 
used in a calibration for comparison purposes. The samples that were selected and used are depicted in 
Table 1. 

Table 1 
Samples Selected and Used in Analyses 

 
 Responses per item 

Pool 600 300 150 

   1A*  1C* 
1 1 1B 1D 

   2A*  2C* 
2 2 2B 2D 

   3A*  3C* 
3 3*  3B*  3D* 

* Samples used in subsequent analyses. 
 

3 

www.ztcprep.com



 

Regression Analyses 
 

For the first sample of 300 examinees per item taken from pool 1 (sample 1A), regression equations 
were established separately for the a-parameter (discrimination) and for the b-parameter (difficulty) 
estimates (i.e., univariate regression equations), with these parameter estimates functioning as the 
dependent variables and the corresponding classical item statistics (r-bis or delta) as the independent 
variables in the regressions. Next, for the first sample of 150 examinees per item taken from pool 1 
(sample 1C), the same univariate regression relationships were established. Finally, the above was 
repeated for pool 2, making use of samples 2A and 2C. The end result is two sets of two prediction 
equations estimated for pool 1 (one for item difficulty, or b, and one for item discrimination, or a; one 
based on sample size 300 [regression set E in Table 2] and the other on sample size 150 [regression set  
F]), and two sets of two prediction equations estimated for pool 2 (based on sample size 300 [regression 
set G] and sample size 150 [regression set H]). All samples used in these regression analyses are depicted 
in Table 2. 
 

Table 2 
Samples Used in Regression Analyses  

 
 

Pool Sample used Sample size Regression set label 

 1A 300 E 
1 1C 150 F 

 2A 300 G 
2 2C 150 H 

 
 
Collateral Information 
 

Using sample 3A (300 responses per item) and regression set E, classical item statistics for the 383 
items in pool 3 were used to predict the IRT parameter estimates. Each of the parameter estimates 
predicted from each of the regression equations were then used as the mean of the item-specific prior 
distribution for either  or b  in the IRT calibrations described in the next section. It should be noted that 
a prediction equation was not established for  (the pseudo-guessing parameter estimate), because there  
is no parallel classical item statistic for . Hence, the mean of the item-specific prior for c  for each item 
was set to 1/k, where k is the number of response alternatives, which was 4 for each item. 

a� �
c�

c� �

 
Next, using sample 3C (150 responses per item) and regression set F, item-specific priors for  and 

 were established. The mean of the item-specific prior for c  was again 1/k. In order to provide a 
complete independent replication of the pool 1 results, exactly the same procedure was repeated for pool 
2 using sample 3A and regression set G, and sample 3C and regression set H. The combinations of 
samples and regression sets used in establishing these distributions are depicted in Table 3. 

a�
b� �
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Table 3 
Samples and Regression Sets Used in Forming Item-Specific Prior Distributions 

 
Prior distribution Pool Sample used Sample size Regression set used Combination label 

1 1 3A 300 E 3A/E 
      
2 1 3C 150 F 3C/F 
      
3 2 3A 300 G 3A/G 
      
4 2 3C 150 H 3C/H 

 
 
IRT Calibrations 
 

The computer program BILOG was used to perform all IRT calibrations. First, the 383 items in pool  
3 were calibrated using data from sample 3B (300 examinees) and the item-specific priors derived from 
the sample-3A/regression-set-E combination. The item-specific priors here were derived from the pool 1 
regressions. This was followed by calibration of the 383 pool 3 items using data from sample 3B and the 
item-specific priors from the sample-3A/regression-set-G combination. The item-specific priors here 
were derived from the pool 2 regressions, and provided an independent replication of the first results 
listed above for sample size 300.  

 
Two comparison calibrations were then run using sample 3B data. In one, the BILOG default option 

for the population priors was used, with updating of the priors allowed after each iteration (as would be 
the case in an operational situation in which no prior information was available). For the other calibration 
run, the means of the population priors for the parameters were set at values determined from previous 
TOEFL paper-and-pencil calibrations, and updating was not allowed. In this case, updating was not 
allowed in order to provide conditions comparable to those used with the item-specific priors. These 
population prior means were a  = .270, b  = �.029, and c  = .232. 

 
Next the 383 items in pool 3 were calibrated using data from sample 3D (150 examinees) and item-

specific priors derived from the sample-3C/regression-set-F combination. The item-specific priors here 
were derived from the pool 1 regressions. This was followed by calibration of the 383 pool 3 items using 
data from sample 3D and the item-specific priors from the sample-3C/regression-set-H combination. The 
item-specific priors here were derived from the pool 2 regressions, and provided an independent 
replication of the first results listed above for sample size 150. Again, two comparison calibrations were 
completed using sample 3D data. In one, the BILOG default option for the priors was used with updating 
allowed, while in the other, the common population prior means from TOEFL paper-and-pencil data were 
used and updating was not allowed. 

 
Finally, for comparison purposes, a baseline, or large-sample, calibration of the 383 items in pool 3 

was carried out using sample size 600 and population priors on the parameters set at the values  
determined from TOEFL paper-and-pencil calibrations listed on the previous page. Updating was allowed 
after each iteration. This, in effect, was the operational calibration used with this pool when it was  
initially calibrated. The nine calibrations run on pool 3 data are depicted in Table 4. 
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Table 4 
BILOG Calibrations of Pool 3  

 
Calibration Sample used Sample size Prior distribution Combination label 

1 3B 300 1 3A/E 
     

2 3B 300 3 3A/G 
     

3 3B 300 Fixed TOEFL P/P 
No updating 

- 

     
4 3B 300 Default BILOG priors 

Updating 
- 

     
5 3D 150 2 3C/F 
     

6 3D 150 4 3C/H 
     

7 3D 150 Fixed TOEFL P/P 
No updating 

- 

     
8 3D 150 Default BILOG priors 

Updating 
- 

     
9 

(Baseline) 
3 600 Fixed TOEFL P/P 

Updating 
- 

Note: P/P = paper-and-pencil. 
 
 
Equal Prior Data and Calibration Sample Sizes 
 

Although nothing required us to do so, we decided, because this was an initial study, that we would 
keep all sample sizes the same for each of the conditions being studied. Hence, in working with a 
calibration size of 300, the procedures that led to the creation of the item-specific priors (i.e., 
determination of the regressions and calculation of the classical item statistics) were also based on sample 
size 300. In a like fashion, when the calibration sample size was 150, the sample size used in forming the 
regressions and in calculating the classical item statistics was also 150. Upon further study, it might be 
determined that using samples of differing sizes in the calibrations and the regressions, or the calculation 
of the classical item statistics, might lead to improved results. 
 
Evaluation of Calibration Results 
 

The means and standard deviations of the pool 3 item parameter estimates using the collateral 
information (i.e., item-specific priors from the pool 1 and then the pool 2 regressions) and smaller sample 
sizes (300 and 150) were compared to the summary statistics for baseline item parameter estimates for 
pool 3 obtained using the large-sample (600) calibration. In addition, the mean and standard deviation of 
the pool 3 item parameter estimates for sample sizes 300 and 150 � obtained when a) BILOG default  
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population priors with updating were used, and b) common population priors based on previous TOEFL 
paper-and-pencil data were used � were also compared to the summary statistics for the item parameter 
estimates for pool 3 obtained using the large-sample (600) calibration. Correlations between item 
parameter estimates in the small-sample conditions and the baseline condition were also calculated. 
Finally, the average root mean squared difference between the item characteristic curves for the 383 
items for the small-sample conditions and for the large-sample, baseline condition were computed and 
compared. 
 

Results 
 

Table 5 displays the univariate regression equations used in predicting the difficulty and 
discrimination parameter estimates for use in forming the item-specific priors for pool 3. (These 
regression equations make use of raw regression coefficients.) There are two sets for each pool (pool 1 
and pool 2): one based on sample size 300 and the other on sample size 150. The squared multiple 
correlations (i.e., coefficients of determination) make sense, given the two sample sizes, and they are not 
inconsistent with previous results mentioned earlier in this report. 

 
Table 5 

Pool 1 and Pool 2 Regressions Relationships  
 

Pool Sample size Regression equations R2 Regression set 
     
1 300 b�  = .3824 (∆) � 4.2379 .87 E 
  a�  = 1.6105 (r-bis) + .1890 .49  
     
1 150 b�  = .3646 (∆) � 4.0099 .85 F 

  a�  = 1.3024 (r-bis) + .3351 .43  
     
2 300 b�  = .4044 (∆) � 4.5067 .88 G 
  a�  = 1.5495 (r-bis) + .1275 .53  
     
2 150 b�  = .3905 (∆) � 4.0099 .85 H 
  a�  = 1.2414 (r-bis) + .2876 .45  

 
 

Table 6 shows summary information for the four calibrations completed using pool 3 data for sample 
size 300 and the four different priors: item-specific priors established using pool 1 regressions, item-
specific priors established using pool 2 regressions, fixed population priors derived from previous 
TOEFL paper-and-pencil calibrations with no updating, and BILOG default priors with updating. Also 
included in Table 6 is the comparison, large-sample, baseline calibration (sample size 600) in which 
TOEFL paper-and-pencil population priors with updating were used. Note that the correlations reported 
here are between the parameter estimates for the specific condition and the large-sample parameter 
estimates. In a similar fashion, the mean squared difference (MSD) statistic reported is actually the 
average root mean squared difference between the item characteristic curves for the 383 items in pool 3 
derived from parameter estimates for the particular calibration condition, and the item characteristic 
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curves for the items under the large-sample baseline calibration of sample size 600. Finally, the 
numbering of the calibrations in Table 6 corresponds to the numbering in Table 4. 

 
In an attempt to better see how the parameter estimates for the conditions were recovering the 

baseline parameter estimates, differences in the item parameter estimate means for sample size 300 were 
formed and are shown in Table 7. These differences are for sample size 300.  

 
Table 6 

Calibration Results for Pool 3 (Sample Size 300) 
 
 

   
Calibration 

 
 9 

Baseline 
1 

Item-specific priors  
Pool 1 

2 
Item-specific priors  

Pool 2 

3 
Fixed TOEFL P/P prior  

No updating 

4 
Default BILOG priors 

Updating 
 Mean SD Mean SD Corr Mean SD Corr Mean SD Corr Mean SD Corr 

a�   .9172 .3004  .8760 .2630 .80  .8721 .2667 .79  .8900 .2937 .87  .8591 .2784 .87

b�  -.2263 .9432 -.2184 1.0168 .96 -.2168 1.0073 .96 -.2609 .9783 .98 -.2844 .9703 .98

c�   .2041 .0771 .1749 .1049 .67  .1751 .1098 .67  .1815 .0811 .81  .1750 .0544 .87

MSD   .0290 .0296 .0276 .0277 
Note: P/P = paper-and-pencil; MSD = mean square difference. 
 

 
Table 7 

Differences in Calibration Results for Pool 3 (Sample Size 300) 
 
 

 Differences in mean parameter estimates* 
 Item-specific priors 

Pool 1 
Item-specific priors 

Pool 2 
Fixed TOEFL 

priors 
Default BILOG 

priors 

a�   .0412  .0451  .0272 .0581 

b�  -.0079 -.0095 -.0346 .0581 

c�  .0292  .0290  .0226 .0291 

* (Baseline mean) � (Specific condition mean) 
 

Table 8 displays exactly the same information as Table 6, except pool 3 data of sample size 150 were 
used in the calibrations with the four different priors. Once again, the comparison, large-sample, baseline 
calibration based on sample size 600 is shown as well. Finally, Table 9 contains exactly the same 
information as Table 7 (i.e., differences in means), but for sample size of 150. 
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Table 8 

Calibration Results for Pool 3 (Sample Size 150) 
 

  
Calibration 

 
 9 

Baseline 
5 

Item-specific priors  
Pool 1 

6 
Item-specific priors  

Pool 2 

7 
Fixed TOEFL P/P prior  

No updating 

8 
Default BILOG priors 

Updating 
 Mean SD Mean SD Corr Mean SD Corr Mean SD Corr Mean SD Corr 

a�  .9172 .3004 .9061 .2670 .69 .9047 .2732 .66 .9051 .2939 .76 .8783 .2815 .76 

b�  -.2263 .9432 -.2041 .9716 .95 -.2007 .9701 .94 -.2673 .9667 .96 -.2760 .9491 .96 

c�  .2041 .0771 .1908 .1029 .60 .1909 .1151 .56 .1803 .0770 .80 .1796 .0547 .81 

MSD   .0419 .0424 .0421 .0416 
 Note: P/P = paper-and-pencil; MSD = mean square difference.  

 
Table 9 

Differences in Calibration Results for Pool 3 (Sample Size 150) 
 

  
Differences in mean parameter estimates* 

 
 Item-specific priors 

Pool 1 
Item-specific priors 

Pool 2 Fixed TOEFL prior Default BILOG 
priors 

a�   .0111  .0125 .0121 .0389 

b�  -.0222  -.0256 .0410 .0497 

c�   .0133  .0132 .0238 .0245 

* (Baseline mean) � (Specific condition mean) 
 

Based on the data in Table 6 through Table 9, several observations may be drawn. First, for sample 
size 300, when looking at the MSD statistic, there seems to be no improvement gained by using item-
specific priors. In fact, the MSD values are smaller for the two comparison conditions. The same 
conclusion can be drawn for sample size 150; there again appears to be no improvement by using the 
item-specific priors. Finally, MSD values for sample size 150 are about twice as large as MSD values for 
sample size 300. 

 
Second, for sample size 300, when looking at the correlational data, there again seems to be no 

improvement gained by using item-specific priors. Two-way plots of item parameter estimates (baseline 
vs. experimental condition), which are available from the authors, do not show any advantage to the item 
specific-priors. Exactly the same observation can be drawn for sample size 150 when looking at 
correlations; there again appears to be no advantage to using item-specific priors. Correlations are better 
for sample size 300 than for sample size 150, as would be expected. 
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Third, when looking at individual parameter estimates for sample sizes 300 and 150, there is clearly 
one comparison in which differences appear that favor the item-specific prior conditions. The mean item 
difficulties derived from the item-specific prior conditions do a much better job of recovering the mean 
item difficulties from the baseline calibration than do the mean item difficulties from the other conditions. 
This finding would clearly be important if the current focus were on estimating individual examinee�s 
abilities; it indicates that the use of the item-specific priors would lead to reduced bias when compared to 
use of the other priors. Note that for the means for the discrimination parameter estimates, this advantage 
does not occur. 

 
The results described above were somewhat unexpected. It had been expected that the use of the 

item-specific priors would provide improved calibration results over the other comparison conditions 
when sample sizes were reduced. Further, it had been expected that the use of item-specific prior 
information would likely aid the sample-size-150 condition more than the sample-size-300 condition. The 
fact that the use of item-specific prior information does not show improvement over the other conditions 
could be attributable to any of the following reasons: 
 
1. Because all three pools were pretest pools and were not constructed to be necessarily parallel in 

nature, the regression relationships derived from these other pools may not have been all that 
informative when used with pool 3 classical item statistics. 

2. Instability in the regression relationships within and across the pools, or the dependence of the 
classical item statistics on the ability levels of the examinees taking the items in each of the pools, 
may have caused the item-specific priors used in the calibrations to be less than appropriate. 

3. As long as BILOG is run to convergence, the choice of the prior or priors used may not matter if it is 
the item parameter estimates that are of interest. (Mislevy et al., 1993, showed that this is not the case 
if one is looking at ability estimates. In this case, item-specific priors clearly do matter.)  

Finally, the fact that the use of item specific priors does not seem to aid the sample-size-150 
calibration more than the sample-size-300 condition may be attributable to either of the following 
reasons: 
 
1. The effects of the sample size are clearly outweighing the effects of the prior information, whether it 

is for sample size 300 or, more importantly, sample size 150. 

2. The statistics used to summarize the results of the study may not be sensitive to the type of 
improvement expected. 

 
Conclusions 

 
Based on the results of this study, it must be concluded that, for reading comprehension data, going to 

the effort of generating item-specific prior information based on pretest sample, classical item statistics  
for use in BILOG calibrations with small sample sizes is not warranted. Further, while summary data for 
the sample-size-300 calibration condition indicate that better results are obtained here than for the  
sample-size-150 calibration, nothing in the data suggests that it is clearly reasonable to go ahead and 
reduce all calibration sample sizes from 600 to either 300 or 150. Based on the results of this study, it  
may be concluded that if the only prior information available for reading comprehension is statistical in 
nature, it would be preferable to stick with sample size 600. Further, although this was not specifically 
studied, it may be assumed from the conditions that were studied (sample size 300 and 150 and reading 
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comprehension data) that the use of fixed TOEFL population priors derived from paper-and-pencil data 
will provide results that do not justify going to the effort of deriving item-specific priors, at least not item-
specific priors based on statistical information alone. 
 

Some limitations of the current study should be mentioned at this point. First, because of the need to 
create two independent pool 3 samples � one for predictive purposes and the other for calibration 
purposes � we were limited in terms of the reduced sample sizes that could be studied. Only sample  
sizes of one-half or less the full calibration size (600) could be used. Second, for simplicity�s sake, we 
treated the regression equations we derived from a univariate viewpoint. Strictly speaking, we should  
have used multivariate regression, so as to better reflect the correlational relationships between the a-
parameter and b-parameter estimates.5 Third, we did not account for uncertainty (i.e., variance) in the 
estimates of the parameters from the regression equations used � that is, we did not specify the variances 
(or standard deviations) of the item-specific priors. 

 
Fourth, the pools used in this study can only be considered approximately parallel for two reasons. 

First, it is difficult to control for parallelism when pools are constituted by sets of items related to 
passages. (Strictly speaking, many would say that item-based IRT should not even be used in this 
situation because of violations of local independence; see Wainer & Kiely, 1987.) Second, the pools used 
were pretest pools with which there really is no need for strict parallelism. 

 
Perhaps if the pools had been more tightly constructed to meet some overall set of specifications, and 

hence were more parallel, better results may have been obtained. We should note, however, that the 
reading comprehension pools were chosen for this study because, of the three sections of the TOEFL 
examination, reading comprehension is the section on which the most work in the identification of 
content and cognitive processing variables that are predictive of item difficulty has been accomplished to 
date (see Sheehan, Ginther, & Schedl, 1999). Hence, this is the TOEFL section for which the work 
reported here could most easily be expanded to include these other variables. However, the results of the 
current study also point to the possible need for similar research with a similar study that makes use of 
statistical information for a TOEFL section other than reading comprehension � one for which it would 
be easier to control the match between items in the item pool and specified assembly characteristics.  

 
In summary, given that the results of this study did not prove to be particularly favorable, a logical 

next step, if there was still interest in the use of collateral information, might involve an expanded 
investigation for reading comprehension in which both statistical data and content and cognitive 
processing data are used to establish the prediction equations. It may even prove to be the case, if the 
variables are added in a step-wise fashion (with backwards deletion), that the content and cognitive 
processing variables end up playing a much more important role than the statistical information. 
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Endnotes 
 

1 The BILOG computer program makes use of a marginal maximum likelihood estimation procedure and 
allows incorporation of information into the estimation process that is external to the observed response 
data by using a Bayesian framework. This external information is incorporated by imposing prior 
distributions on the item parameter estimates. If the priors are based on information about the items 
other than the responses going into the calibration, that information is termed �collateral information.� 
With this approach, BILOG can implement prior distributions on all item parameters when using the 
3PL model. A normal distribution is used for the b-parameters, a log-normal distribution is used for the 
a-parameters, and a beta distribution is typically used for the c-parameters. The parameters of these 
prior distributions (�hyperparameters�) � for example, the means and standard deviations of the priors 
for the a-parameters and b-parameters � can either be specified by the user or estimated from the data. 
One or both hyperparameters (i.e., in the example, the mean and/or standard deviation) can be specified 
by the user. If a hyperparameter is not specified, it can, alternatively, be estimated from the data. 

 
When the hyperparameters are not supplied by the user, then �default priors� are supplied by the 
program. The corresponding hyperparameters can either be fixed at the values initially supplied by the 
program, or estimated from the item-response data in the calibration sample. In the former case, the 
hyperparameters, and thus the prior distributions, are termed �fixed.� If the parameters of the priors are 
estimated after each iteration, the priors are referred to as �floating priors� that have been �updated.� 
Finally, if it is assumed that one common prior distribution (i.e., one common mean and standard 
deviation) holds for all the parameter estimates of a particular type, that distribution is referred to as a 
�population prior distribution� or �population prior.� If however, a different prior (i.e., mean and 
standard deviation) is assumed to hold for the parameter estimates for each of the items to be calibrated, 
these distributions are termed �item-specific-prior distributions� or �item-specific priors.� This is likely 
to be the case when, for example, the prior information comes from knowledge of features of items that 
tend to make some easier and some harder. This information is reflected in different means for the 
priors on the b-parameters. See Mislevy and Stocking (1989) for an expanded discussion and further 
details of this process. 

 
2 Delta is an inverse normalizing transformation of the proportion of correct responses to an item; see 

Henrysson, 1971. 
 
3 If  denotes the point-biserial correlation for item i,  is the item difficulty for item i and  and b  

are the discrimination and difficulty parameters for item i, then  
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4 These correlations are routinely calculated for items in the Examination Committee for Foreign Medical 

Graduates (ECFMG) test. At the outset of this study, the ECFMG test was made up of selected TOEFL 
items. 

 
5 In this case, the dependent variables would form a 2-by-1 vector, the predictors would form a 2-by-1 

vector, and the regression coefficients would be contained in the diagonal of a 2-by-2 matrix. Off- 
diagonal elements of the matrix would reflect the correlational structure between the s and b s. a� �
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