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Abstract 
The California Formative Assessment and Support System for Teachers (CFASST) is a 
structured, 2-year induction program for beginning teachers that is used as part of California’s 
Beginning Teacher Support and Assessment (BTSA) program. This study employed a 
quasiexperimental design to assess the impact of BTSA/CFASST on teacher practices and 
student achievement by comparing teachers who had a high level of exposure to BTSA/CFASST 
to teachers who had little or no exposure. This report, the fourth of four stemming from the 
study, is a meta-evaluation that examines the study’s methodology to gain insight into the 
validity and processes of conducting evaluation research on BTSA/CFASST and similar teacher 
professional development programs. The meta-evaluation is based on a conceptual framework 
that consists of three dimensions: a) The ideal-to-real continuum on which research moves from 
theory to practice; b) The concept of regulation of the research process, by which researchers 
attempt to keep research on track as it moves from ideal to real; and c) Evaluation resources, or 
inputs, which are manipulated in the initial design and throughout the regulation process. Using 
this framework, we analyze the chief logistical and methodological challenges confronted in the 
evaluation of BTSA/CFASST. We then present grounded recommendations for a future 
evaluation of BTSA/CFASST. Among the recommendations are: a) lengthen the time frame for 
the study to at least 2 years or adopt a 4-year longitudinal design; b) utilize more than 1 year of 
student achievement data to enable growth modeling and/or check the robustness of the results; 
c) identify a better comparison group through a true randomized experimental design or 
strengthen the quasiexperimental design with additional measured covariates (especially with 
regard to baseline teaching ability); and d) increase the final sample size to at least 100 teachers 
each in treatment and comparison groups to achieve greater statistical power. 

Key words: BTSA, CFASST, new teacher induction, mentoring, teacher professional 
development, beginning teachers, evaluation methods, meta-evaluation 
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Executive Summary 
This report is the fourth of four that stem from a study of the Impact of Approved Induction 
Programs on Student Learning (IAIPSL), conducted by Educational Testing Service (ETS) and 
funded by the California Commission on Teacher Credentialing (CCTC). The purpose of the 
study is to investigate the implementation and impact of the California Formative Assessment 
and Support System for Teachers (CFASST), within the context of the Beginning Teacher 
Support and Assessment program (BTSA). Previous reports addressed these research questions: 
1) How is BTSA/CFASST implemented and experienced at the level of the beginning teacher? 
2) What is the impact of BTSA/CFASST on the teaching effectiveness of beginning teachers 
who participate in the program? 3) What is the impact of BTSA/CFASST on the learning of the 
students of beginning teachers who participate in the program?  

The purpose of this report is to examine the study’s methodology to gain insight into the validity 
and processes of conducting evaluation research on statewide induction programs like 
BTSA/CFASST, as well as other teacher professional development programs. In essence, this 
report is an evaluation of the evaluation—that is, a “meta-evaluation.” 

The report begins with a three-dimensional meta-evaluation framework to aid in the analysis of 
the process and outcomes of the evaluation. The first dimension is the ideal-to-real continuum 
on which research moves from theory to practice. The continuum has five “stages” or steps, 
which are not necessarily sequenced in a linear fashion: idealized research, the initial research 
plan, problematic realities, adaptations, and outcomes. This notion of the ideal-to-real continuum 
problematizes research by drawing attention to the disruptions and instabilities that “plague” the 
research process. We argue that attending to disruptions is a very productive approach that is 
reflective of “what is really going on” and exposes an under-appreciated aspect of the evaluator’s 
role: that of regulator. 

The concept of regulation of the research process is the second dimension in our framework. We 
define the evaluator’s role as regulator of the research process, working to ensure that the 
evaluation yields useful results as it moves from ideal to real. We claim that evaluation is more 
than just data collection and analysis: It takes a rational, intentional effort on the part of the 
evaluator to guide a research study toward useful results.  

The third dimension in our framework is that of evaluation resources, or inputs. We identify six 
types of resources that we believe strongly influence the conduct and outcome of evaluations: 
time, money, staffing, intellectual capital/conceptual frameworks, relationships, and quality 
control. These are manipulated in the initial design and throughout the regulation process to 
obtain useful evaluation results. 

This three-part conceptual framework enables us to discern common and important threats to the 
completion of valid, defensible research and, using that information, to suggest effective ways to 
plan and undertake research that minimizes such threats and maximizes research productivity.  

In this report, we use the meta-evaluation framework to analyze the chief logistical and 
methodological challenges confronted in the IAIPSL study as it moved from ideal to real. We 
focus on challenges that had noteworthy effects on the feasibility, validity, and generalizability 
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of the study, namely: 1) A tight schedule and initial delays that caused later pressures and 
disruptions; 2) issues with the initial survey of BTSA/CFASST graduates; 3) logistics, reliability, 
and validity of the case study observation methodology; 4) access to and condition of student test 
score data; and 5) general design issues. 

Following the discussion and analysis of the above named challenges, we present a set of 
specific recommendations for the design and conduct of an improved evaluation of 
BTSA/CFASST. In a sense, the recommendations represent a return to the ideal end of the 
theory-practice continuum. The recommendations are: 

• If using a similar approach to the IAIPSL study, lengthen the time frame for the study to 
at least two years, with six months before and six months following the school year in 
which performance data is collected. 

• Alternatively, adopt a four year longitudinal design that starts at the same time teachers 
enroll in the BTSA/CFASST program (the beginning of their first year in the classroom) 
and continues into their third year of teaching, after they have “graduated” from BTSA. 
In this design, data collection would take place over three consecutive school years, with 
the focus in Years 1 and 2 on the teacher’s degree of engagement with the program, and 
the focus in Year 3 on the teacher’s classroom practices and student outcomes. The fourth 
year would allow for advance planning, sampling and recruitment, instrument 
development and pilot-testing at the front end, and more nuanced analysis at the back end 
of the study. 

• Utilize additional years of student achievement data in the analysis of impact on student 
learning in two ways. First, look at the test scores of teachers in Year 3 of the 
longitudinal design, and then do the same in Year 4 to establish the robustness of the 
estimates of impact on student learning. Second, collect retrospective longitudinal data 
for the students of the teachers in the study at Year 3, to implement growth models 
(instead of static cohort means) to get a better estimate of teacher effectiveness.  

• Identify a better comparison group through a true randomized design in which a 
treatment group is randomly selected to receive a strong “dose” of BTSA/CFASST and 
another group is randomly selected to receive no treatment (the control group). 
Comparing these groups will yield unbiased estimates of impact and allow greater 
confidence that any impacts we might detect are not the result of unmeasured factors. 

• Alternatively, strengthen the quasi-experimental design to control for previously 
unmeasured factors, especially baseline teaching ability of teachers at the point they 
begin their first assignments. 

• Achieve greater statistical power with a smaller initial sample size by using a longitudinal 
design. One advantage of a longitudinal design in which we build connections with 
carefully selected teachers over time is that we have a good chance of achieving a larger 
final sample size, even if we start from a smaller initial sample. We estimate that a 
randomized study would require an initial sample of 500 teachers, while a quasi-
experimental design could begin with a sample of 600 teachers (compared to the initial 
sample size of 1,125 in the current study). For both types of studies, we would be able to 
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finish with a sample of at least 100 teachers each in the treated and untreated (or low 
engagement) groups. 

• Raise the statistical power for the analysis of impact on teacher practices by using 
questionnaires that are completed by all teachers in the study.  

• Strengthen various instruments and protocols. We recommend specific modifications in 
the case study instruments, that the DOP be replaced as an overall measure of teaching 
effectiveness, and that the value of student interviews be reconsidered. We also 
recommend that time and resources be allowed for full pilot-testing of instruments, and 
that better systems of training, calibration, and ongoing monitoring be in place for case 
study researchers.  

• Clarify client and evaluator responsibilities by preparing a joint evaluation plan that 
enumerates the responsibilities of both client and evaluator.  
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Introduction 
This report is the fourth in a series that stem from a study of the Impact of Approved Induction 
Programs on Student Learning (IAIPSL) conducted by Educational Testing Service (ETS) and 
funded by the California Commission on Teacher Credentialing (CCTC). The IAIPSL study 
began in July 2002 and continued through April 2004. The purpose of the study is to investigate 
the implementation and impact of the California Formative Assessment and Support System for 
Teachers (CFASST), within the context of the Beginning Teacher Support and Assessment 
program (BTSA)1. The study addresses three research questions:  

• How is BTSA/CFASST implemented and experienced at the level of the beginning 
teacher? 

• What is the impact of BTSA/CFASST on the teaching effectiveness of beginning 
teachers who participate in the program?  

• What is the impact of BTSA/CFASST on the learning of the students of beginning 
teachers who participate in the program? 

Previous reports presented the methods and findings of distinct phases of data collection and 
analysis that comprise the larger study. (See Figure 1.)  
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Report 1: Beginning Teachers’ Engagement with BTSA/CFASST 
Main Data Sources: Surveys and interviews of BTSA/CFASST graduates 

Report 2: Relationship of BTSA/CFASST and Teacher Practices 
Main Data Source: Case studies of BTSA/CFASST teachers 

Report 3: Relationship of BTSA/CFASST and Student Achievement 
Main Data Source: Student achievement scores 

Report 4: Methodological Considerations and Recommendations for Future Research
Main Data Source: Internal reviews of the IAIPSL evaluation process 
igure 1. IAIPSL Reports. 

his report examines the study’s methodology to gain insight into the processes and validity of 
onducting evaluation research on statewide induction programs like BTSA/CFASST, as well as 
ther teacher professional development programs. In essence, this report is an evaluation of the 
valuation, what others have called a “meta-evaluation” (Joint Committee on Standards for 
ducational Evaluation, 1994; Patton, 1997; Scriven, 1969; Stufflebeam, 1974, 1981, 2001; 
edung, 1997). Based on the work of these authors, we characterized this meta-evaluation as 
eing: summative (an overall assessment of the evaluation study), ex-postfacto (carried out while 
he evaluation takes place and once it is done), internal (carried out by the evaluators 
hemselves), and comprising all aspects of the evaluation process (i.e., design, processes and 
utcomes). 
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We begin this report by presenting the conceptual framework that we created to conduct this 
meta-evaluation. This framework is composed of three dimensions:  

• The ideal-to-real continuum on which research moves from theory to practice. 

• The concept of regulation of the research process, by which researchers attempt to keep 
research on track as it moves from ideal to real. 

• Evaluation resources, or inputs, which are manipulated in the initial design and 
throughout the regulation process. 

It is our hope that the use of this framework keeps our story from being a long account of “what 
went wrong,” or “how we messed up”—a model that may comfort other evaluators by showing 
that competent, well-intentioned people encounter major obstacles and make mistakes, but one 
that we do not find conducive to learning. Rather, we believe that the use of this framework 
enables us to discern common and important threats to the completion of valid, defensible 
research and, using that information, to suggest effective ways to plan and undertake research 
that minimizes such threats and maximizes research productivity.  

After introducing the framework, we then use it to analyze and discuss the chief logistical and 
methodological challenges confronted in the IAIPSL study as it moved from “ideal to real.” We 
particularly focus on challenges that had noteworthy effects on the feasibility, validity, and 
generalizability of the study, namely: 

• A tight schedule and initial delays that caused later pressures and disruptions 
• Issues with the initial survey of BTSA/CFASST graduates 
• Logistics, reliability, and validity of the case study observation methodology 
• Access to and condition of student test score data 
• General design issues 

For each of these challenges, we discuss how the resources of the study affected their nature and 
development, and the regulatory actions that were taken by the research team to deal with them. 

The discussion and analysis of the above named challenges leads to the final section of the 
report, in which we develop a set of specific recommendations for the design and conduct of an 
improved evaluation of BTSA/CFASST. In a sense, the recommendations represent a return to 
the ideal end of the theory-practice continuum, and constitute an example of regulation.  

A meta-evaluation is expected to enhance the credibility of a particular program evaluation at the 
same time that it enhances the overall evaluation profession (Joint Committee on Standards of 
Educational Programs, 1994). With regard to the first facet, credibility, we believe that laying out 
practical difficulties and threats to validity is part of responsible research. In each of the previous 
reports stemming from the IAIPSL study, we attempted to discuss limitations of the study as they 
pertained to the specific focus and findings of each report. In preparing this report, we have 
attempted to present the entire collection of challenges, instabilities, and disruptions that may 
impinge on the validity of the study, in the spirit of “truth in advertising.”  

IAIPSL Study, Report 4: Methodological Considerations and Recommendations for Future Research 2
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Perhaps more importantly, we believe that providing such detail regarding the challenges faced 
in this particular study is aimed more at the second aspect of meta-evaluation presented above, 
namely, enhancing the overall evaluation profession. This evaluation moved from its idealized 
conception to its conclusion as a study bearing the marks of instability, inconsistency, and delay 
that are common in any sizable research project. Yet, despite these marks of compromise, we 
believe that the final results of this study are eminently useful—to the consumers and 
administrators of BTSA/CFASST, to those who study the implementation and impact of teacher 
professional development, to educational policymakers who strive to base decisions on evidence, 
and to students of educational research methodology.  

Our various contributions to the overall evaluation research field stem from studying the process 
by which the gap developed between our idealized conception of the evaluation and its real-
world results, and how that gap was “regulated” to yield still useful results. First, we believe that 
this approach leads us to make better grounded recommendations for the design and conduct of 
future research on BTSA/CFASST. Second, we believe we can help people doing similar types 
of research avoid identified pitfalls. Third, by focusing both on disruptions in the research 
process and on the regulation of that process, we believe that we make a contribution similar to 
that of the various journals of negative results, in that we help to round out the overly tidy picture 
of research commonly taught in academe. More explicitly, we present and defend the assertion 
that since research is far messier than the methods guidebooks would have us believe, equipping 
researchers to expect disruptions and to develop skills as regulators who can respond 
intelligently to get research back on a useful track will result in more effective research studies.  

Overview of BTSA/CFASST and the IAIPSL Study 
To provide context for the meta-evaluation, we begin with an overview of BTSA/CFASST and 
the IAIPSL study. Reports 1, 2, and 3 are also available for more detailed information about the 
study’s goals, methods, and findings (Thompson, Goe, Paek & Ponte, 2004; Thompson, Paek, 
Goe, & Ponte, 2004a; Thompson, Paek, Goe, & Ponte, 2004b). 
 
BTSA/CFASST 

CFASST is a structured professional development program for first and second year teachers that 
is used as part of the statewide BTSA program in which most beginning teachers in California 
participate. In 2003, all but 9 of 142 BTSA programs in the state employed CFASST as a central 
component. In its current form, BTSA/CFASST engages first and second year teachers in a 
series of 12 “events” (6 in each year) based on the California Standards for the Teaching 
Profession (CSTP). Previous forms of BTSA/CFASST, covering essentially the same topics in 
very similar ways, were organized with 10 events in Year 1 and 7 events in Year 2.  

With the guidance of an experienced teacher who has been trained as a support provider, 
beginning teachers work through the CFASST events by gathering information about best 
practices, planning lessons, and receiving feedback on their teaching through observations by the 
support provider. Beginning teachers also reflect on their practice and apply what they have 
learned to future lessons. This is facilitated by ongoing formative assessment in which the 
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beginning teacher and his or her support provider assess the teaching practice of the beginning 
teacher and set goals for professional growth, using a formative assessment tool based on the 
CSTP, called the Descriptions of Practice (DOP). (For more information about the purpose and 
content of the BTSA/CFASST program, including the CSTP and the DOP, see California 
Commission on Teacher Credentialing & the California Department of Education, 2001.) 

The IAIPSL Study Design 

The IAIPSL study employed a quasi-experimental design to investigate the implementation of 
BTSA/CFASST and its impact on teacher practices and student outcomes. The study sample was 
drawn from the population of grade 3 to 5 teachers who were in their third year of teaching in the 
2002-2003 school year and who had participated in BTSA in their first two years of teaching.  

Because BTSA is a statewide program for all new teachers with Multiple Subject or Single 
Subject preliminary credentials, there was no natural control group by which to estimate program 
impacts. That is, the only beginning teachers who were not enrolled in BTSA were distinctly 
different from those who were enrolled, in that they entered the profession with less pre-service 
preparation. Furthermore, in 2002-2003, almost every BTSA program in the state employed 
CFASST as a central component. To identify a comparison group of sufficient size for the study, 
we capitalized on a feature of BTSA/CFASST implementation that had been identified in 
previous studies (Thompson, 2001; WestEd, 2002), namely that implementation of BTSA and 
CFASST was highly variable in quality across and within programs, such that some BTSA 
enrollees engaged with the program in a deep and sustained way, while others received far less 
of the “treatment.” A considerable portion of engagement variability stems from program-level 
differences in such matters as ease and frequency of access to support providers, time to meet 
and work on the CFASST events, and training and monitoring of support providers. This allowed 
us to identify a sample of BTSA graduates who had a high level of engagement with 
BTSA/CFASST and compare them to a sample that had less engagement with the program. 

We began the study with a survey of 1,125 third year teachers from 78 BTSA programs and 107 
districts. This survey, which asked teachers about their experiences with BTSA and CFASST, 
was completed by 287 teachers (a response rate of 26%). Entering teachers’ survey responses 
into a model of BTSA/CFASST, we calculated a CFASST engagement score for each teacher 
(see Report 1: Thompson et al., 2004). We then classified each respondent into one of three 
levels, based on his or her CFASST engagement score: high, middle, or low. We contacted a 
sub-sample of 64 survey respondents for further study, attempting to draw from the top and 
bottom of the scale of CFASST engagement. These 64 teachers were interviewed by phone for 
further information regarding their CFASST experiences and to validate the survey results. From 
the 64 teachers who were interviewed by phone, we recruited 34 teachers for case studies that 
involved classroom observations and face-to-face interviews. 

Through the observations and interviews, we developed ratings on ten measures of teaching 
practice that have been empirically and/or theoretically linked with effective teaching: 
instructional planning, reflection on practice, questioning practices (three measures), feedback 
practices (three measures), depth of student understanding, and overall teaching practice (overall 
CSTP score). By associating these measures of teaching practice with the CFASST engagement 
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ratings derived from the survey, we were able to examine the relationship between engagement 
with the BTSA/CFASST program and teaching practice (see Report 2: Thompson et al., 2004a). 

To estimate the impact of BTSA/CFASST on student learning, we collected student achievement 
test data for the students of teachers who responded to the survey. We were able to obtain usable 
data for the students of 144 survey respondents. By linking the student test scores with the 
CFASST engagement ratings derived from the survey, we are able to examine the relationship 
between engagement with the BTSA/CFASST program and student learning. To account for 
effects contributed at the school level, we employed a school-level performance indicator, the 
Academic Performance Index (API), which is a numeric index that reflects a school’s 
performance in the STAR program. Using API as a covariate, we can be reasonably assured that 
differences in outcomes are not the result of differences between schools or their student bodies 
(see Report 3: Thompson et al., 2004b). 

IAIPSL Study Findings 

The first report in this series introduced the conceptual model employed to calculate a score for 
beginning teacher’s engagement with BTSA/CFASST and presented findings from a written 
questionnaire and follow-up telephone interviews with BTSA/CFASST “graduates.” The survey 
sample was found to be consistent with its statewide counterpart with respect to the 
characteristics of the schools the teachers work in. Findings from the survey indicate that most 
teachers had some form of orientation (all but 5%) and a support provider (except for 7% of 
teachers the first year and 3% the second year, numbers that, though low, represent a challenge 
to the core of the BTSA experience). Just over half of the teachers said that their principals were 
at least generally aware of and somewhat supportive of BTSA/CFASST. This means that almost 
half the teachers felt their principals were unaware or unsupportive. The majority of teachers 
(more than 70%) thought that their support providers were “warm and supportive,” and tended to 
trust them to the point of feeling comfortable enough to “share everything” with them. A 
majority of teachers felt they were well matched to their support providers on multiple 
dimensions (personality and experience with teaching similar subject matter, grade levels, and 
students). Three-fifths of beginning teachers had support providers who were located in the same 
school, meaning that two-fifths had remote support providers. There was high variability in 
terms of the frequency of meetings between the beginning teachers and their support providers, 
ranging from less than once a month to more than once a week. For half the beginning teachers, 
meetings with their support providers lasted between 30 minutes and an hour, with another third 
saying that their meetings lasted for longer than an hour. For most teachers, the primary focus of 
the meetings was on emotional support, with instructional support and support for managing 
student behavior coming just behind. A large majority of teachers reported that they improved in 
specific aspects of teaching through their support provider’s help. About half of the teachers 
reported completing all the CFASST events, with others completing several, a few, or none. 

Interview data confirmed these findings and also revealed that having a support provider was 
often identified as one of the best, if not the best part, of being in BTSA. Interview data also 
indicated a strong relationship between CFASST engagement and having an on-site support 
provider, although the reasons for that relationship were not clear. The interview data also gave 
voice to teacher complaints about the program, the primary one being the large amount of 
paperwork required. A related complaint concerned the repetitive and time-consuming nature of 
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the program. Findings from a cross-analysis of the survey and interview data confirmed the 
levels generated by the CFASST engagement model.  

In comparing the performance of the high and low CFASST engagement groups with regard to 
teaching practices, we found one measure, Instructional Planning, that showed a statistically 
significant difference. In addition, for seven of the ten measures of teaching practice, the high 
CFASST engagement group had a greater mean score than the low CFASST engagement group: 
Instructional Planning, Reflection on Practice, Proportion of Questions that are Intermediate, 
Proportion of Questions that are Open, Proportion of Feedback that is Positive, Proportion of 
Feedback that is Substantive and Specific, and Depth of Student Understanding. On the three 
remaining measures (Proportion of Questions that are Deep, Proportion of Feedback that is 
Instructional, and CSTP Score) the score differences were close to zero. Furthermore, within the 
three measures that were constructed from multiple items (Instructional Planning, Reflection on 
Practice, and CSTP Score), the ordering of item means was in the expected direction in a 
majority of cases. If BTSA/CFASST had no effect, we would expect the low CFASST group 
means to be larger than the high CFASST group means on roughly half the measures, since the 
correlations among the measures was not high. The fact that this did not occur suggests that 
BTSA/CFASST has a positive impact on teaching practices. These positive but largely non-
significant findings were congruent with the effect size results for the ten measures of teaching 
practice, which ranged from zero to 1.46 standard deviations, with most in the range of 0.23 to 
0.54. The average effect size for the set of ten teaching practices was 0.32. For an interpretation 
of these results and a discussion of the limitations of the study design in regard to detecting 
impacts on teaching practice, see Report 2 in this series (Thompson et al., 2004a).  

Our analyses of student achievement data, included in Report 3, showed similar small yet 
consistently positive results. Across all six STAR sub-tests, we found that the students of 
teachers who had a high level engagement with BTSA/CFASST outscored the students of 
teachers with a low level of engagement with the program, even after controlling for school-level 
differences using the API measure. Though none of these score differences were statistically 
significant, the consistency of the results across all tests is suggestive that BTSA/CFASST has a 
positive impact on student test scores. Effect sizes ranged from .03 to 0.40 standard deviations on 
the six sub-tests, with an average effect size of 0.25 standard deviations. The greatest effect size 
was for the CAT-6 Math test (0.40 SDs), with most other effect sizes in the .20s and .30s. 
Through HLM analyses, we also examined the influence of BTSA/CFASST engagement 
compared to student and school-level variables, to get a sense of the magnitude of their relative 
contributions to student achievement. Again we saw a consistently positive influence for 
BTSA/CFASST, across all tests. On the CAT-6 tests, we found that the students of teachers who 
engaged strongly with the program scored 3 to 4 percentile points higher than the students of 
teachers who did not, even after controlling for API. However, this 3 to 4 point gain only 
partially offset the lowered scores associated with a student being poor (–6 to –10 points), an 
English language learner (–5 to –11 points), or having a disability (–17 to –19 points). 
BTSA/CFASST, by itself, is not able to ameliorate all these correlates of lower achievement, but 
it does counteract them. Additional analyses confirmed that the positive effect of 
BTSA/CFASST holds for students in all three of these sub-groups. 
 
The fact that we found positive effects both for teachers and for students is encouraging, as it 
provides support for our model of how BTSA/CFASST works: The support of an experienced 
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teacher, the curriculum of CFASST events, and the formative assessment aspects of 
BTSA/CFASST combine to improve beginning teachers’ practices, which, in turn, lead to 
improved student learning. 

A Meta-Evaluation Framework 
As our research team began reviewing the course of the IAIPSL study to develop this fourth 
report, we were somewhat overwhelmed by the sheer number of events, processes, and decisions 
that comprised the evaluation, as well as the interactions between these. An initial attempt to 
tabulate these as data for systematic analysis resulted in a nine page, single-spaced list. It was 
difficult to move between the micro- and macro-level observations of the evaluation process, and 
we found that we often experienced pangs of guilt or depression as we noted the ways that our 
work had deviated from our original expectations and standards. “How could this have 
happened?” we asked, and “What did it mean?”  

In our efforts to grapple with these questions, we gradually came to the conceptual framework 
for meta-evaluation described here. We found that not only did this framework help us to regain 
a purposeful analytic perspective, it also allowed us to organize our analysis within a coherent 
framework that might allow others to make use of our findings. In this section, we present and 
describe the three dimensions of the general framework: 1) the “ideal-to-real” continuum on 
which research moves from theory to practice; 2) the concept of “regulation” of the research 
process; and 3) evaluation resources. In subsequent sections, we apply this framework in the 
analysis of this particular evaluation and in the development of specific recommendations for 
improved future research. 

The Ideal to Real Continuum on Which Research Moves from Theory to Practice 

All educational research, indeed all empirically based social science research, is subject to 
logistical challenges, unforeseen methodological difficulties, and disruptions that threaten both 
the completion and the validity of the research. Every semi-experienced educational researcher 
knows this, yet, for the most part, evaluation reports seldom acknowledge this reality, even 
though academic literature on research methodology addresses this.2 Particularly in the realm of 
quantitative studies, researchers tend to present research as a rational, clean, linear process. By 
doing this, evaluators privilege an idealized version of method over the practical reality and 
content of research. We argue here that paying attention to disruptions and instabilities is more 
generative than the pretense that research proceeds in a predictable, stable, and linear fashion, if 
only because it is more reflective of reality.  

As a first step toward integrating a focus on disruptions into our meta-evaluation, we found it 
helpful to identify the process, or continuum, by which research moves from idealized 
conception to “pock-marked” conclusion. We identified several stages along this continuum, 

                                                 
2 Descriptions of the “scientific” evaluation paradigm, together with its criticisms, have been put forth by several authors in the 
field of educational evaluation. We refer the reader to the following literature for a more detailed discussion of the shortcomings 
of the scientific paradigm and the benefits of proposed alternative paradigms, which are beyond the scope of this report: Eisner 
(1976), Guba & Lincoln (1982), House (1978), Patton (1982, 1988), Salomon (1991), Scriven (1972, 1979), Stake (1973), and 
Stufflebeam & Webster (1980). 
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though we do not believe that the process is necessarily linear. Rather, we see it as a potentially 
recursive process with fallbacks and leaps forward. The stages are: 1) conceiving the idealized 
research, 2) creating the initial research plan, 3) becoming aware of the existence of 
problematic realities, 4) designing and implementing adaptations, and 5) producing outcomes. 
Each of these stages is described below. 

Idealized Research. Think of idealized research as what “should” happen in an expertly planned 
and conducted study, an ideal or even platonic ideal of evaluation. It is informed by the best and 
most recent thinking about evaluation methodology, including an awareness of areas in which 
there is no consensus within the educational evaluation community. In some sense, when the idea 
that an evaluation should be conducted is first conceived, this is what everyone has in mind, at 
least to their best understanding of how to conduct an evaluation.  

The Initial Research Plan. In many evaluations, including the IAIPSL study, the initial research 
plan is largely represented by the proposal made to the organization requesting the evaluation. 
However, it is not always the case that a research proposal has a sufficient level of detail to 
capture the intentions of the researchers, so other types of documents may augment the initial 
research plan. Whether in the form of a formal proposal or not, initial research plans are already 
some steps away from Idealized Research, as they reflect known constraints, such as existence or 
lack of a control group, decisions about random or non-random design, caps on expenditures and 
time limits.  

Problematic Realities. This is the phase in which reality intrudes and initial plans are upset by 
unforeseen (or foreseen but understated) problems and obstacles as the evaluation unfolds. Every 
moderately complex research project encounters problems. Some are unique to the particular 
circumstances of a research project, but many are fairly common. One of the ways this meta-
evaluation can be useful to others is in the way it sets out the problematic realities encountered 
so that the reader can think about their relative “avoidability” in future evaluations. It should be 
noted that though problems loom large—both as they occur and during the humbling process of 
enumerating them in a document like this—much of what happens during an evaluation is not 
problematic. That is, much proceeds according to plan, and is therefore unremarkable.  

Adaptations. These are the modifications to the initial research plan, made in response to 
problematic realities. Some adaptations are made explicit in memos among staff or between the 
evaluation provider and the client. Others are more tacitly enacted, as researchers struggle to 
move forward as best they can. To understand “what happened” in an evaluation, it makes sense 
to enumerate as many adaptations as can be perceived, both the explicit ones and the tacit ones. 
Some adaptations are small, with little impact on the outcomes and defensibility of the study, 
while others are sizable, and can have large impact. Adaptations are the result of the regulation 
process, which will be discussed below. 

Outcomes. These are the outcomes of the study, and they are the cumulative result of the 
previous four steps: the idealization of research, the initial research plan, problematic realities, 
and adaptations. There is a fundamental question to ask about the outcomes of any evaluation: 
To what degree did the evaluation succeed in providing valid, reliable, and useful answers to the 
questions that were the impetus for the evaluation? A related question, which will be addressed 
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in the section on regulation, is: If the original questions were not answered, did the evaluation 
succeed in providing answers to other worthwhile questions? 

Problematizing Research to Understand What is Really Going On 

There are three main ways that problems and the resulting need for adaptations impact the 
outcomes of an evaluation. First, they create practical difficulties that threaten the very 
completion of the work in the form of delays, added expense, and insurmountable obstacles that 
result in failure to accomplish key aspects of the study. Second, problems and their resulting 
adaptations may add threats to validity, either directly or through the practical difficulties they 
cause, which may result in compromises to research quality. Third, they may call the team’s 
attention to areas previously overlooked, thus acting as validity enhancers as researchers deal 
with a previously ignored problem and thus improve the validity of the study. 

All this attention to problems recalls the work of researchers who have consciously focused on 
disruptions and instabilities within educational processes. Renuka Vithal and Paolo Valero 
(1999, 2003) have pointed out the importance for mathematics researchers to consider the 
disrupted and unstable nature of the larger social and political worlds in which mathematics 
education takes place. They argue that modern Western research paradigms can get in the way of 
understanding what is really going on by ruling certain questions and methods of answering 
those questions as being “in bounds” and other questions and methods “out of bounds.” In the 
worst case, Vithal and Valero argue, modern Western research paradigms can reproduce the 
inequalities that spawn poor life outcomes and political and social upheaval by focusing only on 
questions that are “in bounds.” 

For example, consider the case of a researcher who is funded to examine mathematics teaching 
and learning in a particular school through observations and student questionnaires. Within the 
Western research paradigm, the researcher is usually expected to identify the research questions 
and methods before meeting the students, faculty, and the school community. Furthermore, the 
researcher is trained not to become too close to the people in the school and community, in the 
name of “objectivity.” Now suppose that between the time of the proposal’s submission and the 
beginning of research, the school community becomes caught up in social and political 
disruption—say, by student or teacher strikes. Given the proposed questions and data collection 
methods, the researcher may well wait for the school to return to a set of conditions that are 
amenable to the original program of research. As a result, even if the researcher notes the effect 
of the disruption while collecting and analyzing the data, the original research questions and 
methods will still bend the results in the direction of some version of “normal,” when in fact the 
school and community hardly fit that description. Waiting to begin the research also supports the 
notion that the teaching and learning that was going on (in or out of school) while the disruptions 
took place is not valuable and that “things will settle down” and go back to their old way. 
Furthermore, by keeping a distance from the school community in the name of objectivity, the 
researcher is unlikely to gain a good grasp of true motivations, conditions, and other matters that 
affect teaching and learning practices Since it is usually poor people who live in and sometimes 
consciously create conditions of upheaval, this results in less understanding of their capabilities 
and the conditions in which they live and struggle to obtain better life outcomes.  
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While Vithal and Valero have focused primarily on educational research in “developing” 
countries, they also make the case that their approach is applicable in “developed” countries 
characterized by social stratification and inequality. As long as there is inequity, they argue, 
disruption is inevitable, both because of irrational use of resources in inequitable systems and 
because of the impulse of oppressed people to improve their lives. Clark (1998) makes an 
application of these ideas in his research on mathematics teaching in Australia. In a paper aptly 
titled, “Disruptions: Finding Out What Is Really Going On,” Clark discusses the fact that it took 
three visits to a school before he was able to see a math lesson that he had arranged to observe. 
In the first two visits, the students and teacher were called out to do other school business during 
the appointed lesson time, which the teacher stated happened regularly. If he chose to report only 
on the lesson he did eventually get to see (what he was trained to do as a graduate student), he 
would convey the impression that the lesson was typical of the students’ engagement with math 
learning, when, in fact, math was often skipped. Instead, he focused on the fact that mathematics 
seemed to be a displaced activity in the school, which has explanatory power with regard to 
student achievement in math, perhaps more than any lessons he might observe.  

In a similar way, the ideal-to-real continuum draws our attention to the disruptions and problems 
that “plague” applied research. In a typical evaluation report, the methods and findings are 
reported and analyzed in ways that could be characterized as rational and intentional. In addition, 
most reports convey an impression of legitimacy by using accepted research language, styles, 
and discourse formats (e.g., the methods section, the findings section, the discussion section) that 
make little room for discussion of the messy way in which research proceeds. Most reports 
include the obligatory “limitations” section, which is the one place where the researcher might 
reflect on the process of the research and the effects of that process on the outcomes. But many 
limitations sections are merely cautions against over-generalization of results, and could not be 
characterized as sustained reflections upon practice. Thus, the reader of a typical evaluation 
report is left with an incomplete picture—both of the evaluation process and the program under 
study, since so many research disruptions are products of the way the program works “in the 
trenches.” Really messy research projects (i.e., research “failures”) are seldom written up at all, 
and there is a paucity of published reports on “research that doesn’t find anything.” We argue 
that our deliberate focus on disruptions by attending to the ideal-to-real continuum is a legitimate 
alternative because it is reflective of “what is really going on,” and exposes an under-appreciated 
aspect of the evaluator’s role: that of regulator, which we discuss in the next section.  

Regulation of the Evaluation Process 

We define the evaluator role as one of regulator of the evaluation process, much as researchers 
have described the teacher’s role as a regulator of the learning process (Allal, 1988, 1993; Black 
& Wiliam, 2004; Perrenoud, 1997). To understand the term “regulator” in these contexts, 
consider the way that a thermostat regulates the temperature in a car engine or building so that it 
stays within an acceptable range. In the role of regulator, teachers and evaluators bring various 
forms of expertise into play:  

• Strong disciplinary knowledge (for a teacher, how to teach one or more subjects; for an 
evaluator, how to apply research methods to evaluate a program) 
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• Deep knowledge of context (for a teacher, knowledge of students, school, and 
community; for an evaluator, knowledge of the program under study and the client) 

• Ability to set appropriate goals (for a teacher, learning goals; for an evaluator, research 
questions) and to revisit those goals in light of emerging needs (for the teacher, students’ 
learning needs; for an evaluator, introducing changes to achieve the best possible 
outcome) 

• Skill at sizing up and analyzing where things stand (for a teacher, through informal and 
formal assessment; for an evaluator, this area is not well defined. One of the purposes of 
this paper is to start to build a scaffold for this skill.) 

• A large repertoire of strategies for reaching goals (for both teacher and researcher, this 
stems from both training and practical experience) 

A classroom is a complex system embedded within a larger complex system, with actions on 
many levels, both expected and unexpected. Educational research is similarly complex and often 
has as many moving parts. Thus, just as it takes a rational, intentional effort on the part of the 
teacher to guide students toward learning, evaluators must also make a rational, intentional effort 
to guide an evaluation to yield useful learning. Just as teaching is more than delivering subject 
matter knowledge to students, evaluation is more than just data collection and analysis. Both 
processes are geared to yield learning. In both processes, thoughtful regulation will yield more 
learning. And both processes are themselves learning experiences for those who play the part of 
regulator. 

Features of Regulation in Evaluation 

Regulation is largely (though not entirely) formative in purpose and effect. Throughout any 
evaluation, regulatory actions are applied while the evaluation is taking place to improve the 
likelihood of completion and/or improve the quality of the end product—and thus yield greater 
learning from the evaluation. Formative regulation is of two types: spontaneous regulation in 
response to unforeseen challenges or serendipitous opportunities and pre-structured regulation 
that is built into the evaluation plan in recognition of the need for regular feedback and 
correction. Formative regulation takes place through all phases of the ideal-to-real continuum. 
Pre-structured regulation tends to take place within the idealized research and initial research 
plan stages; problematic realities lead to more “spontaneous” regulation (adaptations).  

Some evaluations, like this one, also include regulation efforts that are more summative in 
nature. Sometimes this is represented solely in a short list of recommendations for future 
research at the end of an evaluation report, and at other times, it is represented in a sustained 
reflection upon practice following the completion of the main part of the evaluation. This report 
and the processes by which the evaluation team examined its work to write it are a summative 
self-assessment in which we analyze, reflect upon, and evaluate the overall quality of the 
learning generated from the evaluation. In our case, summative regulation was supported by 
group conversations that were explicitly designed to help us reflect about the nature and quality 
of the evaluation. We also conducted a systematic survey of the field research team to deepen 
our understanding of the dilemmas they faced in using the case study protocols. These steps 
forced researchers to vocalize their frustrations and thoughts about the evaluation process. This, 
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in turn, led to the creation of a theoretical framework that could hold the discontent and ideas of 
the researchers, while still maintaining appreciation for what was accomplished.  

In evaluation, the goal is generally to answer worthwhile research questions. As disruptions 
occur, it is not unusual for researchers to drop a research question or to switch research questions 
to ones that are answerable with the data and resources at hand. This is a form of regulation that 
merits further attention. What does it mean if the research questions (i.e., the goals) of an 
evaluation change over time? If the goal of the evaluation changes because the researchers were 
unable to answer the original research questions, should we say that the evaluation is a failure? 
To shed light on this, it is useful to look again at teachers’ regulation of the learning process. 
Black and Wiliam (2004) noticed a distinction between language arts versus mathematics and 
science teachers with regard to learning goals: “One clear difference between the teaching of 
English and the teaching of mathematics and science is that in the latter there is a body of subject 
matter that teachers tend to regard as giving the subject unique and objectively defined aims. 
[…However,] (t)here is a vast range of types of quality writing—the goal can be any point in a 
whole horizon rather than one particular point.” Thus, language arts teachers are regulating the 
learning of their students so that they arrive at a useful place on a horizon line, whereas math and 
science teachers are regulating the learning of their students so that they arrive at a particular 
point deemed to be the next useful place to land. In both cases, the notion of the “usefulness” of 
the learning is key.  

Our experience in this evaluation and others leads us to see regulation of the evaluation process 
as closer to the “horizon line” approach of language arts teachers. That is, evaluators are 
regulating the course of the evaluation to get either to the original goal or to a nearby and still 
useful goal. We believe that this flexibility in goals is what allows evaluators to come out of an 
evaluation effort with something useful, even when things do not go as expected. Since 
disruption is so often the norm in research in complex educational settings, it makes sense to 
tolerate this kind of “goal switching” when circumstances make the pursuit of the original 
research questions impossible.  

However, this should not be used as an excuse to answer only the questions that are easy to 
answer or to covertly switch research questions. It is not uncommon for such switches to take 
place without being explicitly acknowledged. For example, we see many reports of impact on 
student learning that are in fact reports of perceptions of learning by teachers, program 
administrators, or students. While the original goal of many such evaluations was to assess the 
impact of the program on student learning, the difficulty and expense of obtaining and analyzing 
relevant data seems to have led researchers into answering a related, though not nearly so 
powerful question. This would not be a problem were it not for the fact that many such 
evaluations are still reported as addressing the question of student learning. In some cases, it 
appears that the researchers themselves seem unaware that the questions are not interchangeable.  

To guide an evaluation so that it succeeds in addressing worthwhile questions with sufficient 
reliability and validity, the regulator manipulates various evaluation resources. The types and 
availability of resources have a great influence on the success or failure of the regulators’ efforts. 
In the next section, we take up this topic. 
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Evaluation Resources 

Evaluation resources are present in varying degrees in any evaluation. Here we identify six types 
of resources that we believe strongly influence the conduct and outcome of evaluations, and that 
had a significant effect on this particular evaluation effort. There are numerous evaluation 
frameworks that identify such inputs, with some degree of overlap (e.g., Scriven, 1969; Patton, 
1997; Joint Committee on Standards for Educational Evaluation, 1994). It is not our intention to 
identify all tangible and intangible resources that could conceivably enter into an evaluation—
rather we focus on the resources that have a likelihood of advancing or constraining an 
evaluation like this one. The six resources we identified are:  

• Time (starting and ending points, deadlines, and factors influencing the pace of the study) 

• Money (sufficiency, cash flow, cost-effectiveness) 

• Staff (availability, expertise, and ability to work as a team) 

• Intellectual Capital/Conceptual Frameworks (funds of knowledge, models, beliefs, 
attitudes) 

• Relationships (nature and quality of the relationships between key players) 

• Quality Control (the systems and actions undertaken to establish and maintain quality) 

Further elaborations of each resource follow, along with citations of relevant standards in the 
Program Evaluation Standards (Joint Committee on Standards for Educational Evaluation, 1994), 
abbreviated as PES in this section. 
 
Time. This resource includes the idea of “span” (the amount of time between the start and end 
points of the period of time in which the study is conducted), “hard” and “soft” deadlines within 
the span, and the relationship between the timing of the study to immutable schedules that bear 
on the study, such as the school year. (See similarities in PES Utility 6: Report Timelines, and 
Feasibility 1: Practical Procedures.) Evaluators commonly feel time pressure throughout the 
research process, and often lament the questions that could have been answered had they only 
had more time. However, allowing an indefinite time for an evaluation means that the results 
may no longer be meaningful when they arrive. 

Money. This includes the total amount of money available, expenses, cash flow, and whether the 
amount of money that can be spent is fixed or can be augmented. (See PES Feasibility 3: Cost 
Effectiveness and Feasibility 1: Practical Procedures). Like time, there is the perception that 
there is never enough money for evaluation, but the funding of any evaluation should be 
considered in light of the importance of the questions to be answered and the true costs of 
answering the questions of interest. In some sense, a cost-benefit analysis should be applied to 
every decision regarding whether and how to conduct an evaluation. Commonly, the amount of 
money for any given evaluation is constrained by factors having little bearing on either. 

Staff. This includes expertise (training and prior experience), availability, and interpersonal 
skills that enhance or detract from the team effort. (See PES Utility 1: Stakeholder identification; 
Utility 2: Evaluator Credibility, and Feasibility 1: Practical procedures.) Locating and recruiting 
qualified staff for an evaluation is often done under time pressure, especially when funding for 
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the evaluation does not become available until the contract actually begins. The expertise 
brought by staff may be enhanced over time through training and experience in the evaluation. 
Personal traits such as leadership and ability to work in groups may facilitate (e.g., team efforts 
to create a shared framework) or encumber the evaluation effort (e.g., lack of leadership by key 
evaluators in supervising tasks). 

Intellectual capital/conceptual frameworks. This includes funds of knowledge, models, 
beliefs, and attitudes. Evaluation “know-how” is derived from a range of sources, including 
widely held methodological understandings, more controversial or preferential approaches, and 
“gut instinct.” Some aspects of this resource are prominently displayed in the requirements of 
evaluation RFPs and in the proposals written in response to these, in which existing research is 
mined for ideas and justifications and conceptual frameworks are elucidated. However, many 
aspects of intellectual capital, particularly beliefs and attitudes, tend to remain hidden and 
unexamined, and once an evaluation starts, there is usually little time to reconsider original 
conceptual frameworks (even if, in practice, the research takes a path that deviates from the 
original framework). It should be noted that every evaluation has the capacity to enhance 
intellectual capital as it unfolds, in at least two respects: 1) knowledge of the program under 
study and the context it operates in, and 2) knowledge of the application of evaluation methods 
in real-life settings. In the same way, beliefs and attitudes may change over the course of an 
evaluation. Intellectual capital, then, is different from resources like time and money, which are 
only depleted as the evaluation proceeds. We argue that the very process of regulating an 
evaluation depends on this feature of intellectual capital, through researchers’ ability to build 
new conceptual models based on evidence from the evaluation.  

Relationships. This resource includes the nature and quality of the formal and informal 
relationships between key players in the evaluation, including staff and consultants of the client 
(the group requesting the evaluation), the provider (the group performing the evaluation), and 
subcontractors (groups contracted to the provider to handle certain aspects of the evaluation). 
Key issues in this realm are whether there is a truly shared understanding about the purposes and 
methods of the evaluation and the roles each member will play, whether there is adequate 
communication between members of the evaluation team, and whether partners have the capacity 
to deliver on their commitments to the evaluation. (See PES Utility 1: Stakeholder identification 
and Feasibility 2: Political viability.) This resource also includes the nature and quality of the 
informal relationships that exist among the research team, the quality and structure of space 
(physical and otherwise) in which team members interact, clarity of roles, ability to act 
respectfully, etc. 

Quality control. This resource includes the systems and actions undertaken during the 
evaluation to establish and maintain quality during the conduct of the evaluation, from 
developing the conceptual framework to instrument development and testing, data collection and 
verification, analysis, etc. Training and monitoring are two chief components of Quality Control 
in a study that involves complex methods of data collection/analysis. (See PES Utility 7: 
Evaluation Impact and Propriety Standard 2: Complete and Fair Assessment. Also, many of the 
Accuracy Standards apply, such as: context analysis (2), described purposes and procedures (3), 
defensible information sources (4), validity (5), reliability (6), and systematic information: “The 
information collected, processed, and reported in an evaluation should be systematically 
reviewed and any errors found should be corrected.”) 
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These six evaluation resources are not neatly bounded or exclusive of each other. For example, 
the interpersonal abilities of staff members surely relate to the quality of relationships. Time and 
money available for the study have a direct impact on the nature of the quality control efforts, 
and so on.  

Challenges, Disruptions, and Instabilities in the Study  
We have argued that it is useful to examine points of relative instability in the course of an 
evaluation as indicators of the strength of the study and as focal points for improvement in future 
research. We also argue that attending to disruptions and instabilities is more generative than the 
pretense that research proceeds in a predictable, stable, and linear fashion. It is in this vein that 
we now discuss five points of challenge, disruption, or instability within the course of the 
IAIPSL study. We have chosen to highlight these five because they had noteworthy effects on 
the process by which the study moved from ideal to real. In addition, they collectively illustrate 
the interaction of regulation and resources. Following a detailed description of each point of 
challenge, we will highlight resources and regulatory actions that figure prominently. Our 
discussion roughly follows the chronology of the study, though, as will be seen, some early 
disruptions had cascading effects that created or added to the impact of subsequent disruptions. 
Both pre-structured and spontaneous regulation efforts can be seen throughout the narrative, as 
can the influence of the availability or lack of resources. Furthermore, within each challenge we 
attempt to present the discussion within the framework of the ideal-to-real continuum, focusing 
only on the most salient aspects of the continuum for that particular challenge. 

A Tight Schedule and Initial Delays That Caused Later Pressures and Disruptions 

Time and budget constraints established in the RFP led us to set an optimistic timetable for each 
step in the study with little room to absorb delays. The RFP called for the evaluation to last 15 
months, from June 2002 through August 2003. As just one example of the optimism with which 
the timetable was set, the original plan called for the study to be completed by August 2003 even 
though student test score data would be available no earlier than July (in fact, it became available 
in October). In addition to the shortness of the timetable overall, the classroom-based aspects of 
the design required all instrument development and data collection to be completed in the span of 
a single school year.  

There were several delays early in the study that shortened the time available to complete later 
aspects of the study. First, we proposed to begin research in June, but delays in the award of 
contract postponed the start date until July. This gave us a late start in searching for and hiring 
staff, including one field researcher, who started in August, and the case study manager, who 
started in September; both were to have begun work in July according to the original proposal. 
There were also periodic delays in obtaining data, feedback, and approvals from the client, 
particularly in regard to data and program sampling procedures needed for the initial survey, 
upon which all subsequent sampling would depend.  

Though such delays are not unusual in research projects of this type, the shortened timetable 
meant that these delays had a critical impact on the pace of the study, the pressure researchers 
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worked under, and decisions to bypass pilot tests of instruments and the pursuit of a higher 
response rate to the initial survey (see below). Finally, the tight schedule did not allow time for 
more exploratory analyses of several datasets, particularly the survey data and the videotape 
records of lessons observed. While we were able to perform the analyses required to answer our 
main research questions, we believe that there may be useful indicators and relationships still 
buried in the data. The pace of the study simply did not allow us to time to examine the data 
further to explore additional questions about implementation and the characteristics of teachers 
who had high and low engagement with the program. 

Resources and Regulation 

Constraints on the resource time were at the center of a host of decisions and actions that framed 
our initial timetable and led to a hurried pace for the study. Time was constrained in terms of 
start and end points, and many aspects of the study were bound by the schedule of the school 
year. Ultimately, the evaluation proved to be impossible to complete within the projected 
timeframe (15 months), taking instead 20 months when this final meta-evaluation report is 
considered. At several junctures, the evaluation timeframe was discussed and extensions were 
approved by the client.  

The RFP that required the study be accomplished within a too-short time span was a result of a 
constraint on money—the Federal dollars that funded the study had to be spent by a certain date, 
and there was a cap on how much could be spent. The budget was also found to be insufficient, 
given unexpected difficulties in obtaining data (see below regarding efforts to obtain student test 
score data). This required the research team to seek additional funding from another source to 
complete the study.  

Constraints on time and money led to regulatory decisions to bypass pilot tests and other quality 
control measures such as group calibrations. This regulatory decision kept the study on track for 
completion, but did not enhance the validity of the findings. Finally, difficulty locating qualified 
staff contributed to the time pressures. 

Issues with the Initial Survey of BTSA/CFASST Graduates 

Between the above-mentioned concerns about the timeline and our worry about “using up” 
potential respondents, we did not plan for a pilot test of the survey instrument when we wrote the 
original evaluation plan. We felt somewhat justified in taking this approach because most of the 
items in the survey instrument were drawn directly from or were based on items that had been 
validated or at least proven useful in previous BTSA studies, studies of other teacher induction 
programs, or studies of teacher attitudes and efficacy. We also worked closely with CCTC staff 
to ensure that the constructs within the survey were aligned with the BTSA Formal Program 
Review Standards and the theory of action of BTSA/CFASST.  

The survey of BTSA/CFASST graduates was pivotal in the research design, since through it we 
developed the ratings of CFASST engagement by which we classified teachers into high, middle, 
and low CFASST groups. We also drew our sub-samples for phone interviews, observational 
case studies, and student achievement analyses from the set of survey respondents. Thus, 
fundamental activities of the evaluation could not begin until the survey was completed. With the 
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delays cited above, the time to develop and pilot-test the questionnaire, administer it, seek a 
stronger response rate, and to analyze the results was considerably foreshortened. 

With no pilot test, we were unable to foresee shortcomings in the questionnaire revealed by our 
analysis of the survey data: Some items were hard to interpret and/or proved to be confusing to 
survey respondents. It is likely that many item-level problems could have been worked out using 
feedback from a pilot test, and possible that we would have been able to improve the model of 
CFASST engagement on the basis of information from a pilot test. (Despite these problems, the 
telephone interviews of 64 survey respondents resulted in a clear confirmation of the overall 
validity of the survey and the classification of high, middle, and low CFASST engagement.) 

Another important issue concerning the survey is the low response rate, which was initially 
planned to be 30%. We called for that low response rate in recognition of the geographically 
scattered and programmatically disconnected nature of the sample, as well as the limited 
resources and time frame we could apply to the survey. The teachers to whom we sent surveys 
were no longer directly connected to BTSA and had no extrinsic incentive to respond. We were 
also unsure of the school locations of a sizable minority of the teachers to whom we sent surveys. 
We created our sampling frame from a database supplied by CCTC that listed all second year 
teachers who had been BTSA enrollees in the previous year. We asked BTSA program directors 
to verify the current year schools and grades of these BTSA graduates and to add others who had 
later moved into their program, but not all program directors cooperated. Thus, as many as 33% 
of the teachers to whom we sent surveys may have changed schools or left teaching altogether 
(Ingersoll, 2003). Under these conditions, we were satisfied with 287 responses, which 
represented a response rate of 26%, a rate that is typical of mail-back surveys with no follow-up 
or incentive for participation. 

With more time, staff, and money, we could have followed up the initial round of surveys with 
phone calls or post-cards, or applied a cash incentive to boost the response rate. With a few extra 
months lead time, we could have worked to develop greater cooperation from the program 
directors so that we could have gotten more accurate lists and school addresses, and possibly 
have enlisted them to do more in the way of follow-up with non-responders. If we had had more 
time and support at the program, district, or school level, we could have followed the survey with 
a response bias analysis. However, reaching teachers via school phone numbers is inefficient and 
not reliable, as was demonstrated in the number of calls required to set up phone interviews in 
the next phase of the study. (Generally, teachers’ home phone numbers can only be obtained 
from the teachers themselves.) Thus, reaching a number of non-respondents to conduct a 
response bias analysis was simply not possible within time, staff, and budget constraints.  

To address concerns about response bias within the limits of our study, we compared the 
distribution of survey respondents to California teachers overall on several characteristics. The 
survey respondents appear representative in terms of the communities and schools they teach in 
and the students they teach. However, we have no information about whether they differ in their 
experiences of BTSA/CFASST or their teaching practices.  

Even though the final response rate was close to our goal, we must acknowledge that this low 
response rate has a negative impact on the generalizability of the survey findings. With so many 
sampled teachers “missing in action,” the likelihood of response bias increases; that is, there is a 
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possibility that the characteristics of teachers who responded to the survey were fundamentally 
different from those of teachers who did not respond. 

A final issue regarding the survey was its timing relative to teachers’ participation in 
BTSA/CFASST. Given our evaluation design, the survey required teachers to retrospectively 
report detailed information and perceptions about their experiences over two years of 
participation, four months after their participation had ended. This represents a challenge to the 
validity of the information gathered through the survey, in that teachers had to recall events and 
feelings that occurred long ago. Because the timeline could not be reversed, we addressed this 
issue by conducting in-depth interviews by phone with 64 teachers to check the reliability of 
their answers (see Report 1: Thompson et al., 2004). The phone interviews largely confirmed 
what teachers had reported in their surveys. 

Resources and Regulation 

As noted above, constraints on time, money, and staff all contributed to an initial low response 
rate. Several regulatory actions in the vein of quality control (see discussion above regarding 
phone and post card follow-up and other strategies) could have increased the response rate or 
allowed us to determine the extent of response bias, but these were not undertaken due to these 
same constraints on resources. Furthermore, the relationships simply were not in place such that 
CCTC or ETS could gain reliable cooperation from BTSA program directors to verify school 
locations or work to boost response rate. In light of concerns about response bias, one regulatory 
action we did take was to compare the survey respondents to California teachers overall, to 
verify that the sample was representative in regard to teachers’ schools and students—it was.  

Time constraints and concern about “using up” potential respondents also led us to decide not to 
pilot-test the survey. As a countervailing regulatory action, we used many items that had been 
tested in previous surveys of new teachers. We also worked closely with CCTC to refine the 
theory of action and create items that were aligned with the main constructs of that theory. The 
refinement of the theory of action represents an increase in intellectual capital/conceptual 
frameworks. The use of previously tested items also engages that resource. 

Logistics and Validity of the Case Study Observation Methodology 

To answer the question of whether participation in BTSA/CFASST has an impact on teachers’ 
practices, we relied on a classroom observation methodology that allowed us to directly witness 
what was going on in a sample of teachers’ classrooms. Each case study teacher was visited in 
his or her classroom two times (except for one teacher who was visited only once). During each 
visit, a researcher observed and videotaped an English language arts lesson, interviewed the 
teacher about the lesson, and talked with students about what they had learned. Following the 
classroom visit, the observer reviewed the observation and interview data, assigning a set of 
codes and scores for each teacher using a standardized analysis protocol. The observer then 
passed the videotapes, interview records, and completed coding booklets to a second researcher 
(the “video reviewer”) who independently reviewed the case to reach his or her own conclusions 
about the lesson. Then the lead observer and the video reviewer conferred (the “calibration 
conversation”) to develop a joint assessment of the evidence and assign the final set of scores 
and codes, which was the data used in the aggregated analyses of teacher practices. 
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Classroom observation methodologies have the potential to provide rich portraits of practice that 
can later be analyzed through qualitative or quantitative frameworks, or a combination of both. 
However, at their best, observation methodologies are labor intensive, expensive, and slow. 
Placing trained observers in a sample of geographically diverse classrooms is a logistical 
challenge all in itself. There are also numerous subjective factors that can negatively impact the 
reliability and validity of observers’ descriptions and judgments once they are in classrooms. For 
these reasons, some researchers have elected to employ teacher self-report measures (e.g., 
surveys, interviews, logs) instead of classroom observation. However, the validity of such 
measures for identifying what teachers really do in the classroom (compared to what they say or 
think they do) has not been established. Thus, we elected to use direct observation in the IAIPSL 
study. We found observations to be a challenging data gathering method, for several reasons. 

Time-Intensiveness 

The observations proved to be extremely time-consuming. Two to four hours were expended in 
the classroom interviewing the teacher before the lesson, observing the lesson, interviewing 
students, waiting for the teacher to be available for a follow-up interview, and re-interviewing 
the teacher after the lesson. An additional four to eight hours were needed following each visit to 
review and complete observation and interview notes, review the videotape for questions and 
feedback, and complete all ratings. Time was also needed to set up travel arrangements, which 
were often quite complicated due to the need to coordinate the teachers’ schedules with the 
researchers’ schedules. Travel to school sites took considerable time, since teachers in the 
sample were located all over the state. Certainly the geographic breadth of the sample 
strengthened the external validity of the study, but it added considerably to the time spent getting 
to teachers’ classrooms, as did limitations on flights and nearby hotel rooms. In all, it would be 
safe to venture that a typical observation took two to three days, between scheduling, travel time, 
observation time, and post-observation activities. This estimate does not include the work done 
by the second reviewer based on the videotape and other records coming from the live 
observation. 

While we had utilized similar observation methods in previous studies, we had used a two-
observer model that spread the work over two people. We did not have time in this study to fully 
pilot-test the one-observer model and thus did not adequately appreciate the time required for the 
post-observation follow-up or the cumulative effect it would have on observers in the field for 
weeks at a time. In retrospect, it is clear that lengthening the observation schedule or spreading 
the observations out over more trained field researchers might have addressed the time-intensive 
nature of the methodology. 

Scheduling Challenges  

The start date for observations was delayed from December to late February, with most 
observations taking place in March, April, and May. The delay was caused primarily by the 
cascading effects of the later-than-expected start date for the case study manager. The late start 
meant that we had little flexibility in scheduling observations with teachers, and we ran into 
frequent scheduling problems with school calendars (e.g., spring break, state testing, end-of-year 
activities). In addition, the first and second observations of a teacher often occurred very close 
together. (This was a logistical problem, not a measurement problem, since we were not 
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attempting to measure change between the two observations.) Finally, the tight scheduling of 
observations left researchers with little or no time to schedule the planned calibration sessions, in 
which the accuracy and quality of their observations and ratings could be examined and, if need 
be, corrected. Thus, most calibrations were held after all observations were completed, which 
undermined our ability to monitor and improve the quality of the data collected in the 
observations and required researchers to recall observations that had taken place up to two 
months earlier. 

The Challenge of Training Researchers to a High Standard of Reliability 

The training of researchers to carry out the observations from a consistent, reliable, and valid 
framework proved to be quite challenging, and more complicated than anticipated. We worked 
with a team of field researchers with classroom experience, some of whom also had experience 
assessing teacher practice as a principal or as a researcher. We provided two days of explicit 
training and practice in the observation protocols and rating instruments, followed by one more 
practice session. We also provided a detailed reference manual that each observer was to consult 
as they carried out the observations and ratings. The videotapes and notes of the initial solo 
observations of each researcher were also closely reviewed by the case study manager, who 
provided detailed feedback to each researcher. Our prior experience with classroom observations 
led us to expect that this level of training, monitoring, and support—combined with the field 
researchers’ prior experience—would provide adequate consistency across observers.  

Contrary to our expectations, conversations with the field researchers and analysis of their initial 
ratings showed that researchers struggled with learning and adopting a common framework for 
observing and rating what they saw in the classrooms. Post-hoc debriefings of the researchers 
showed that some were not fully aware of the contents of their field manuals and seldom 
consulted them or the field memos that were added by email as the study moved forward—some 
researchers mentioned that they often left their manuals at home while in the field because of the 
bulk they added. Another reason that researchers felt they had difficulty with the established 
observation and analysis framework was the sheer amount of work required to complete the 
observations and all related documentation. Researchers also shared the view that the ratings 
required too much inference. Under these circumstances, the calibration conversations proved to 
be an essential tool for monitoring and moderating the biases and misconceptions of the field 
researchers. Because most calibration conversations took place at the end of the cycle of 
observations, it is possible that the quality of the observation data may have suffered. (See 
Appendix 1 for more detail on field researchers’ concerns.) 

Limitations of the Case Study Instruments and Protocols 

Our ten measures of teaching practice were drawn from the observations and interviews of case 
study teachers and their students, as shown in Table 1:  
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Table 1. Measures of Teaching Practice and Their Data Sources 

Measure Data Source 
Instructional Planning Pre-Observation Teacher Interview 
Reflection on Practice Post-Observation Teacher Interview 
Questioning Practices (3 Measures)  Post-Hoc Analysis of Videotaped Lesson 
Feedback Practices (3 Measures)  Post-Hoc Analysis of Videotaped Lesson 
Depth of Student Understanding Student Interviews 
Scores on the CSTP (DOP Scores) Rating Based on All of the Above Data Sources 

 
Table 1 makes clear the importance of the usability, reliability, and validity of the instruments 
and protocols that supported each aspect of data collection. The problems discussed above with 
regard to the observation methodology as a general approach are related to some of the problems 
that arose in regard to specific instruments used to measure teaching practices. In this section we 
briefly name some of the other issues raised by the field researchers. (For a more detailed 
account of the field researchers’ ideas of the areas needing improvement, see Appendix 1.) 

Teacher interviews. In reflecting about their experiences, field researchers noted three 
challenges posed by the teacher interviews. First, despite our assurances to the contrary, some 
teachers were uneasy about the interviews because they considered them as an evaluation; 
teachers’ answers may have been influenced by this perception. Second, some questions were 
confusing to teachers (and researchers) and thus did not afford researchers the information they 
expected to gather. Third, the scheduled length of the interviews was not always sufficient to 
provide teachers the necessary scope to fully articulate their responses and for researchers to 
probe the teachers adequately. In cases where the teacher or researcher did not feel pressured for 
time, researchers probed further than they did in other cases where time was limited, thus 
creating inconsistencies in the quality of data. 

Student interviews. We interviewed a sample of four students in each observed lesson to gain 
insight into the impact of the lesson on their understanding of the subject matter being taught. 
The student interviews added face validity to the study, made possible the questions in the post-
observation interview related to the learning of specific students, and added to the observer’s 
overall sense of the lesson observed. However, because the interview had to be conducted 
directly after the observed lesson with students who provided written parental consent, only a 
small and non-scientifically selected sample could be interviewed. Furthermore, we lacked 
controls for prior knowledge and ability, which made coding and interpreting the results of the 
interviews across students and teachers tricky. Researchers raised other issues about the 
interview as well. First, they were concerned that students at the lower grade levels may not be 
articulate enough to convey their learning and understanding orally, especially with a stranger. 
Second, some researchers found the interview questions to be general and vague, and some did 
not always utilize the suggested probes to go after clarifying information from the students. With 
only general answers, the task of rating the students’ understanding was made more difficult. 
Third, even in the best of circumstances, some researchers found using the coding protocols to 
determine the depth of student understanding very challenging.  
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Post-hoc analysis of the videotaped lesson for questions and feedback. After each classroom 
visit, the observer reviewed the first 20 minutes of the video record twice, once to capture all the 
questions asked, and once to capture all instances of feedback provided by the teacher to 
students. For each question, the observer recorded the question and then coded it as to who asked 
the question, to whom it was asked, whether the question was open or closed, and whether the 
question was at the surface, intermediate, or deep level. In regard to feedback, the observer noted 
the content of each feedback instance, and then coded it as to whether it was positive or negative, 
instructionally focused, and substantive and specific.  

During preliminary analysis of the questioning and feedback data it became apparent that field 
researchers were uneven in their ability to systematically extract and code this data from the 
videotaped lessons. This was probably related to the pace of the data collection process, which 
required them to perform this task on the same day as a lengthy classroom visit that often 
entailed long-distance travel. It was useful for the observers to have gone through the 
questioning and feedback protocols prior to rating the teacher on the DOP, but the quality of the 
data for analysis purposes was not adequate, due to the fact that researchers tended to 
underreport—in different degrees—the number and type of questions and instances of feedback. 
Therefore, we asked another researcher who was not involved in the observation process to 
systematically review and code the videotapes, taking as much time as needed to identify all 
questions and feedback instances and to code them systematically. The data from this second 
round of coding is the data on which we based our subsequent analyses of questioning and 
feedback. While we believe that the resulting data are reliable and valid, the time needed to 
accomplish this task was significant—as long as three hours per observation per teacher. This 
points once more to the optimistic estimates we initially made regarding the observations and 
creation of the case study dataset. Even though it took the researcher up to three hours to 
accurately code this data, researchers were initially expected to conduct the observation and code 
several protocols in just one day. 

CSTP (DOP) rating. Given the strong theoretical relationship between the CSTP and the 
BTSA/CFASST program, we would have expected a positive relationship between CFASST 
engagement level and teachers’ practices with regard to the CSTP, as measured by the DOP. 
However, our study found no relationship whatsoever, which is indeed puzzling. Given the 
generally positive findings in regard to the other measures of teaching effectiveness, we are 
forced to consider whether the CSTP, particularly its related DOP, can be reliably applied in this 
kind of short-term observational research. While we modified the DOP form to exclude items 
that we felt were too difficult to assess in a single observation, our observers still reported that 
the rating process required more inference than they were comfortable with. Some researchers 
also reported that they did not have a clear understanding of exactly what was being measured 
under each element of the DOP and that they found it difficult to differentiate between the 
elements. Certainly the sheer number of elements to be rated added to the problem of perceived 
overlap and may have also contributed to researcher anxiety and exhaustion.  

Researchers also reported that they were confused about what constituted evidence for some 
elements, where to look for it, and what to do when it was not available. As a consequence, there 
was variation in the way that researchers rated teachers on the DOP. Some observers counted as 
evidence things they had observed in the classroom but did not record, while others only 
considered evidence that appeared in the written record. (This is clearly a training issue—all 
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evidence worth considering in a rating is worth recording.) Researchers also tended to look to 
different aspects of the data to assess each element, and they made different decisions about what 
to do when evidence was not available. For example, some based their judgments on the limited 
data available, whereas others lowered the score in response to limited evidence.  

Despite the researchers’ disquiet about their abilities to appropriately rate the teachers on the 
DOP, inter-rater reliability analyses showed that the researchers’ ratings were well within 
acceptable bounds for the type of aggregated data analysis used for program evaluation purposes 
On a 4 point scale with half- point intervals, 83% were within a half-point and 97% were within 
a whole point, prior to calibration. Other studies, such as Hiebert et. al. (2003), show similar 
levels of disagreement/agreement and amounts of time invested by raters to reach a consensus 
score. Nevertheless, the discomfort of the researchers had the effect of undermining general 
confidence in all aspects of their work and that of their colleagues and may have unduly 
impacted the content and outcome of the calibration conversations. Furthermore, the discomfort 
may have led researchers to cling to the middle of the score scale in their ratings, though this is 
hard to prove through data analysis alone.  

The DOP was designed as a no-stakes formative assessment tool intended to spark reflection on 
practice. As a research instrument, the DOP has not proven to be adequately usable, reliable, and 
valid. We believe that to use the DOP to assess teaching practices for research purposes (or, for 
that matter, for teacher evaluation purposes) requires a level of training and calibration that 
makes its use prohibitively expensive and time-consuming. For future research studies, we would 
recommend that a simpler, lower-inference assessment tool be developed from validated scales. 

Resources and Regulation 

Here, the time-intensiveness of the case study methodology interacted strongly with the 
availability and capabilities of staff, yielding great concern among staff about the quality of the 
results and straining relationships. The choice of methods and instruments reflected our best 
understanding of how to assess what is going on in classrooms, which goes directly to the 
intellectual capital/conceptual frameworks we brought to the study. It is a reflection of the 
field’s current methodological knowledge that we could find no alternatives that offered better 
validity and greater feasibility for investigating teacher practices. 

Recognizing the subjectivity inherent in the chosen methods from our previous experiences in 
classroom observation (again, intellectual capital/conceptual frameworks), we built pre-
structured regulation into the case studies, in the form of the calibration conversations. While 
most of these conversations were not carried out within the originally planned timeframe (due to 
constraints on time), they introduced some measure of quality control. This augmented the 
quality control intended by the initial training, case study field manual, ongoing field memos, 
and monitoring by the case study manager. 

In addition to pre-structured regulation, there were several instances in which spontaneous 
regulation efforts improved the quality of the case studies. First, throughout the study, the case 
study manager provided regulatory feedback to the field researchers (though, again, time and 
availability of staff limited the frequency with which this occurred). Second, in response to the 
concerns of the field researchers, we held debriefings that led to an understanding of the 
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limitations of certain instruments and protocols. This, along with an initial analysis of the 
feedback and questioning data, led us to recode that data using a single, independent reviewer. 
This is an example of drawing additional staff resources into the project. It also led to an 
extension of time, with concomitant effects on money. It would be safe to say that the entire 
experience with the case study methodology has enhanced and changed our approach to 
assessing what is happening in classrooms (see recommendations for future research)—an 
increase to the resource intellectual capital/conceptual frameworks.  

Access to and Condition of Student Test Score Data 

To answer the question of whether a teacher’s participation in BTSA/CFASST has an impact on 
his or her teaching and thus on the learning of his or her students, we examined the end-of-year 
achievement test scores of students of teachers in the study. Acquiring these scores proved to be 
a task that far exceeded our original expectations for time, expense, and difficulty. The saga of 
how we acquired the data (and the limitations of the data we were able to acquire) is highly 
instructive about one of the major obstacles to scientifically based research on the effectiveness 
of educational programs in the state of California (and many other states).  

In the original evaluation proposal, we planned to draw our sample from no more than 20 to 30 
BTSA/CFASST programs, representing roughly 20 to 40 school districts, with whom we would 
negotiate to provide test score data. As we began the study, we learned that the number of 
BTSA/CFASST graduates who were teaching in grades 3 to 5 was considerably smaller than 
anticipated, necessitating that we draw our sample from more than 100 districts. Because the 
number of districts was so large, we searched for a more efficient way to access the data, namely, 
by working at the state level. We reasoned that since California’s STAR testing program is 
mandated and conducted by the state of California through the CDE, we should be able to gain 
access to the data through the CCTC and/or CDE, both of which are state agencies with a strong 
interest in understanding the impact of BTSA/CFASST. Furthermore, ETS is the current 
contractor for the STAR program, so we believed that it would be relatively easy to obtain the 
data once permission had been granted by the state.  

Much to our surprise (and to the surprise of our client, the CCTC), we learned that the state of 
California does not own the data that it collects and processes in the STAR testing program. 
Instead, the data is “owned” by individual school districts, which are free to decide whether and 
how to share the data with researchers or other agencies. This arrangement is the product of a 
legal interpretation of California Education Code 94850 (the Maxine Waters School Reform and 
Student Protection Act of 1989) and the Family Educational Rights and Privacy Act (FERPA) 
(20 U.S.C. 1232g; 34 CFR Part 99). According to both of these laws (one state, one federal), 
students’ academic records are confidential. Protecting the confidentiality of individual student 
records is a responsibility that the state has given over to individual school districts. It should be 
noted that we, like most researchers, were in no way interested in the records of specific 
students. We were interested in the scores of anonymous students, those who had been in the 
classes of the teachers in the survey sample. Likewise, we were not interested in personal data on 
individual teachers, merely their aggregated student test scores for purposes of evaluating 
BTSA/CFASST, not for purposes of teacher evaluation. We built into our study design the 
customary safeguards to protect research subjects’ confidentiality: limiting access to the data 
once it was received, wherever possible using alphanumeric identifiers rather than names, never 
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reporting data or results at a level that would allow an individual or school to be identified, 
destroying unneeded datasets when analyses were completed, etc. 

In the interest of answering the key research question of impact on student learning, ETS 
eventually decided to invest its own resources to obtain student data by contacting each of the 
107 districts represented in the sample. We were able to obtain data for 155 of 287 teachers 
(from 57 of 107 districts), a “response rate” of 54% at the teacher level. This approach yielded a 
sample large enough to support the required analyses, but it is still problematic in that response 
bias may be a significant factor. That is, it may be that the districts that cooperated by sending 
data are in some way different than those that did not. For example, cooperating districts may 
have a stronger sense of the validity of their BTSA/CFASST programs. In fact, comparisons of 
the test score sample with the full survey sample show that the two groups are very similar, 
though the test score sample was skewed slightly toward higher CFASST engagement and had a 
slightly lower mean 2003 API score. However, since CFASST engagement score was treated as 
a predictor variable in the analyses, and API score was consistently introduced as a control 
variable, these differences were accounted for. There may be, however, other unmeasured 
differences between the districts that supplied data and those that did not, which have some 
influence on the outcomes of their students, quite apart from BTSA/CFASST and API score.  

District-to-district data collection introduced other problems into the data and the evaluation. 
Districts (and even schools within districts) have different policies and practices regarding how 
data is represented, to what level the data is disaggregated (school, grade level, or classroom), 
whether they share the data in paper or electronic form, and how students record their identities 
on the scan sheets (ranging from students bubbling in their own names to students just writing 
the name of the school or their grade level). A considerable amount of effort was expended to get 
all the district’s data into a standardized format. Data from a few districts was so oddly 
represented that we were simply unable to use it. As a result, our final dataset for test score 
analyses was reduced to 144 teachers of the original 287 (a 50% “response rate”). 

Finally, though we were somewhat successful in acquiring test-score data in our district-by-
district search, the process lengthened the timeframe of the study by three to four months, 
required the allocation of approximately 680 extra staff hours (putting other work off schedule), 
and increased the cost of the entire study by a factor of 10 to 15%.  

Some policymakers in the state of California have realized the crucial role of individual student 
and teacher data in statewide accountability. Senate bills (SB 1453 and SB 257) are being 
considered in California to develop and implement a statewide longitudinal database, to generate 
gain scores for individual students, and to use individual gain scores to create an aggregate 
measure of schools’ academic performance (rather than the current API). Passage of these bills 
would allow researchers to better investigate the effectiveness of different practices and 
programs that most benefit students. However, maintaining a large database of students’ records 
requires the need for unique identifiers for both teachers and students, and there are still legal 
and procedural issues to be worked out in this regard. 

Aside from affecting the primary student test score analyses, the limitations of California’s 
databases also prevented us from carrying out a secondary analysis of BTSA/CFASST’s impact 
on student achievement: We planned to identify a matched sample of experienced teachers in the 
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same schools as the beginning teachers to compare their test scores and give context to any 
differences (or lack thereof) between high and low CFASST teachers. Unfortunately, there was 
simply no way to identify the matched sample of experienced teachers, because of the lack of 
unique teacher identifiers and because data on years of teaching experience is not included in 
many of the districts’ own databases. 

Resources and Regulation 

The narrative above is replete with examples of the use of evaluation resources and ways that 
constraints on resources led us toward certain methodological approaches. The density of 
challenges, disruptions, and instabilities connected to the student test score data required a larger 
than usual number of regulatory responses, which collectively illuminate the way regulation 
works to keep an evaluation on track. Because this particular set of challenges generated such a 
wide range of regulatory activity, we found it useful to capture each regulatory step in a 
chronology, seen in Figure 2. 

1. Setting the initial research questions. 
2. Creating an initial plan to collect data from 20-30 districts to answer the research question of 

BTSA/CFASST’s impact on student learning. 
3. Expanding the sample to over 100 districts to get more grade 3-5 teachers. 
4. Given increase in number of districts, soliciting the data from the state instead of district-by-district. 
5. Deciding to cancel the student test score analyses due to expense and delays. 
6. Following the serendipitous arrival of an experienced qualitative researcher, redirecting resources to do 

more detailed analysis of the teacher phone interviews to provide more data regarding questions of impact 
of BTSA/CFASST on teacher practices and the features of BTSA/CFASST programs. 

7. Reconsidering previous decision about student data and concluding that answering the question of program 
impact on student learning was critical to the study’s usefulness. 

8. Locating additional funding to enable us to pay staff to collect the student test score data district-by-district.  
9. Arranging for the delayed reporting schedule needed to accommodate these changes.  
10. Adding steps to the program evaluation to collect and clean the data that would not have been necessary 

had we been able to work with a smaller number of districts or the state. 
11. Selecting analyses that were still appropriate given the data available. 
12. Conditioning the interpretation and reporting of results from the analysis of test score data to reflect the 

limitations of the data collected. 
13. Making recommendations to the client and other researchers regarding ways to improve the collection of 

student test score data for program evaluation purposes. 

Figure 2. Chronology of Regulatory Actions Taken in Response to Challenges in Obtaining 
Student Test Score Data. 

Our initial plan of soliciting test score data from a relatively small number of districts was 
intended to keep the task within the limits of time, staff, and money. We learned that our sample 
would have to be drawn from a larger number of districts—a change in our intellectual 
capital/conceptual frameworks. We knew that soliciting data from so many districts would 
take more time, money, and staff, so we decided to seek the data from the state of California, 
through our client, a state agency, a use of relationships. However, we (and the client) learned 
that the state did not own this data and thus could not provide it (intellectual capital/conceptual 
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frameworks again). The very fact that the state does not own the data that it requires districts to 
collect and report is a product of trust concerns that extend through the relationships of 
educational entities in the state.  

In a regulatory response to this situation, we then decided to forego this aspect of the study, and 
instead decided to spend the staff time that would have been spent on collecting and analyzing 
the test score data on deeper analysis of phone interviews of teachers in order to answer other 
research questions (an example of switching research questions). This was made possible, to 
some extent, by a serendipitous, temporary addition to the staff of a researcher who had 
qualitative analysis experience; this researcher was brought into the office to work on other 
projects primarily, but when we realized the applicability of her capabilities, we decided to 
exploit them for this project. 

We later reconsidered and decided to locate additional funding to collect and analyze the test 
scores, as we believed answering the question of the program’s impact on student achievement 
was critical to the usefulness of the evaluation. This illustrates the ongoing nature of regulation. 
We located additional money, sought the data district-by-district (a huge commitment of staff), 
and arranged for a time extension for the study. However, the data obtained through this method 
was incomplete, despite extensive quality control efforts. We were able to perform analyses of 
impact using the data, but the strength of the conclusions we were able to draw was weakened 
because of the limited sample size and the possibility of response bias. These limitations were 
discussed in Report 3 (Thompson et al., 2004b), which is itself an example of summative 
regulation. 

General Design Issues 

In an “ideal” impact evaluation, we would randomly select treatment and control groups, provide 
the treatment group with a strong exposure to BTSA/CFASST, and ensure that the control group 
received no exposure. Since this was not possible, we employed a quasi-experimental design in 
which teachers who had varying levels of BTSA/CFASST exposure were retrospectively 
determined to belong to high, middle, and low CFASST engagement groups. This approach 
allowed us to estimate an impact of BTSA/CFASST, but it also presents several issues that limit 
the strength and generalizability of our findings.  

Lack of a True Control Group 

The use of the low CFASST engagement group in the place of a true “control” reduces the 
magnitude of the contrast between the groups being compared. Thus, our effect sizes and 
significance test statistics are likely to be underestimates. If we believed, for example, that 
BTSA/CFASST should have a true effect size of 0.50 on teacher practices and a true effect size 
of .30 on student learning, then under these conditions, the measured effect sizes would be even 
smaller. This downward bias was exacerbated by the fact that there was only one standard 
deviation separating the high and low CFASST groups. Since the “distance” between the high 
and low CFASST groups was so small, there is some possibility of misclassification of teachers, 
which again biases estimates of effectiveness downward.  
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The “simple” solution to this problem would be to obtain a true control group. However, even if 
resources were available to do so, it is not clear that a true comparison group could be 
established within the current climate surrounding BTSA/CFASST. And, we would need to 
address the question of who should comprise such a control group: Would it be teachers who 
received no induction support whatsoever, or teachers who did receive induction but not under 
BTSA, or teachers who received BTSA support but did not utilize CFASST as part of the BTSA 
experience? In the former case, we would have to deal with ethical issues: Given current notions 
of the benefits of induction/mentoring programs for beginning teachers, a control group that 
receives no treatment may not be justifiable in terms of teacher efficacy and also in terms of 
services provided to students. In addition, current California state law requires participation in a 
teacher induction program or, alternatively, enrollment and completion of a master’s degree 
program to obtain a “Clear Teaching Credential,” thus further challenging the option of obtaining 
a “no treatment” control group. In the latter two cases, the challenge would be to find an 
induction program comparable to BTSA in terms of sponsorship (i.e., state agency) as well as 
scope and degree of implementation (i.e., broadly implemented throughout the state). 

Small Sample Size for the Case Studies Lowered Statistical Power to Detect Effects on Teachers 

Difficulty recruiting teachers into the observational case studies led us to ultimately base our 
analyses of impact on teacher practices on a sample of 34 teachers. This was six teachers short of 
our goal of 40 teachers—a low N in itself, established because of the high cost of classroom-
based research. We also accepted teachers into the case study sample who were drawn from the 
middle level of CFASST engagement because not enough teachers at the extremes were 
interested in participating. The inclusion of middle level teachers in the case study sample 
boosted total sample size, but these teachers could not be included in the high-low comparisons, 
thus effectively reducing sample size for these analyses to 27 teachers (12 in low, 15 in high).  

The net effect of these limitations of the design is to lower its statistical power to detect any 
given effect size at any given level of statistical significance. If we had 20 teachers in each group 
as originally planned, and assumed a true effect size of .50 with alpha equal to .05, we would 
have statistical power of .46, which is considered low statistical power to begin with. With the 
same assumptions and 12 and 15 teachers in the low and high groups respectively, our statistical 
power is reduced by a factor of 26% to .34 (Cohen, 1988). Adding the reduction of measured 
effect size that stems from using teachers with limited BTSA/CFASST exposure as the 
comparison group further reduces the statistical power of the study to a level that makes it very 
difficult to detect significant effects at the teacher level. Thus, the small number of statistically 
significant findings with regard to teacher practices comes as no surprise. With such low power, 
our generally positive, though largely nonsignificant, results are promising—and suggest that a 
study with a larger sample is warranted.  

We Can’t Rule Out Other Explanations for Measured Effects 

Our use of a quasi-experimental design raises another important issue that applies to both teacher 
and student findings: We cannot definitively attribute all measured effects to the treatment. That 
is, there may be measured or unmeasured characteristics of the teachers or students that account 
for some or all of the differences in performance between the high and low CFASST groups. We 
attempted to account for the effect of measured variables using multi-stage regression and HLM 
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analyses. But even after accounting for the effects of measured variables, we still cannot 
definitively attribute differences to engagement in BTSA/CFASST, as there may be other 
unmeasured group differences that we are not aware of. As discussed at length in Reports 2 and 3 
(Thompson et al., 2004a & 2004b), a potentially large unmeasured factor is baseline “quality” of 
beginning teachers at the point they enter into their first positions, arising from differences in 
innate ability and extent and quality of teacher preparation. Without a baseline measure of 
teaching quality to use as a control variable, and absent a randomized design, we cannot rule this 
factor out. Our use of API score as a covariate in the student test score analyses does indirectly 
address this issue, as well as school-level effects. Nevertheless, there may be other unmeasured 
differences between the high and low engagement groups that cannot be controlled for by a 
“gross” measure like API score. 

Resources and Regulation 

Clearly, the design of the study is a product of the intellectual capital/conceptual frameworks 
that we brought to the evaluation. While we knew that a random assignment design was 
preferable in the absence of any constraints, the time allotted for the study simply did not afford 
us the opportunity to define a meaningful control condition, randomly allocate teachers into 
treatment and control groups and then follow their progress or their students’ learning. Even if 
there had been time to conduct a randomized design study, it is not clear that the relationships 
between researchers, CCTC, policymakers, and other stakeholders were strong enough to create 
the conditions in which it is possible to persuade districts, schools, and teachers to participate in 
such a study.  

Interestingly, it is one of the problematic features of BTSA/CFASST—namely its variability of 
implementation quality—that enabled us to develop the quasi-experimental design that gave us a 
means of comparison by which to evaluate BTSA/CFASST. Here is a case where disruptions and 
instabilities made the study possible, an illustration of the premise that attending to problems is 
more generative than the pretense that everything is working uniformly. In a sense, then, we can 
say that the core design of this study is a regulatory response to problematic conditions of 
implementation. This, in turn, represents an extension of our intellectual capital/conceptual 
frameworks with regard to BTSA/CFASST and evaluation methods.  

The very process of analyzing all these points of challenge, disruption, and instability in the 
evaluation through the lens of our meta-evaluation framework enhances our intellectual capital 
and conceptual frameworks. From the knowledge generated through this process, we are now 
able to make grounded recommendations for improvements in future research, which collectively 
represent an act of summative regulation. These are introduced in the next section. 

Achieving the “Ideal:” Knowing What We Now Know, 
How Would We Do It Better? 

To advance the evaluation profession as a whole, and research on BTSA/CFASST in particular, 
we now present our current thinking about how to design and carry out a stronger evaluation of 
BTSA/CFASST. Note that in the recommendations that follow, we make frequent, explicit 
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references to the set of evaluation resources we enumerated earlier: time, money, staff, 
intellectual capital/conceptual frameworks, relationships, and quality control. It is by regulating 
these that we adjust our capability to design and carry out an evaluation that more closely 
approximates the ideal end of the continuum.  

Lengthen the Time Frame for the Study  

One of the most important changes we would make is to lengthen the timeframe for the study, 
which would allow us considerable scope to strengthen the design, improve sampling, and aim 
for higher quality in all aspects of data collection and analysis. At a minimum, we would specify 
the study’s duration to extend a full two years, beginning six months before the school year in 
which performance data is collected and lasting six months after the close of the school year. 
Simply lengthening the timeframe is likely to improve the quality of the study on several fronts:  

• Staffing decisions would be improved by allowing time to better delineate the skills 
needed and to recruit an evaluation team that has these skills. 

• Relaxing the time pressures of the study, especially at the beginning, provides time for 
relationships and communications within the research team and between the research 
team and the client, in order to get off to a strong start. 

• The longer time frame also supports better regulation by allowing time for calm analysis 
of the progress of the study and time to absorb and respond to setbacks with an array of 
informed mid-course corrections.  

• Increased time at the front end of the study allows for more pilot-testing of instruments 
and protocols. 

• We would have time to apply proven techniques to increase response rates on surveys 
(e.g., telephone or postcard follow-ups), thus reducing the possibility of response bias. 
Extra lead-time would also allow us to build relationships with program directors who 
could help us boost response rate. 

• When the time comes to conduct classroom observations, we would not be racing against 
the clock of the school year, exhausting our field staff and imperiling the validity of their 
judgments. We could more easily schedule the monitoring and calibration sessions that 
build in regulation and quality control.  

• Increased time at the back end of data collection would allow for more careful analysis of 
the data as well as time to explore the survey and observation. 

Adopt a Four Year Longitudinal Design 

Optimally, we would extend the timeframe to accommodate a four year, longitudinal design. The 
extension of the timeframe carries all the advantages named above. A longitudinal design that 
starts at the same time teachers enroll in the BTSA/CFASST program (the beginning of their first 
year in the classroom), and continues into their third year of teaching, after they have 
“graduated” from BTSA, addresses several additional concerns. In this design, data collection 
takes place over three consecutive school years, with the focus in Years 1 and 2 on the teacher’s 
degree of engagement with the program, and the focus in Year 3 on the teacher’s classroom 
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practices and student outcomes. We would add a fourth year to the timeline—six months at the 
front for advance planning, sampling and recruitment, instrument development and pilot-testing 
and six months at the back to accommodate unexpected changes and to support stronger analysis 
and reporting. We would begin the study in March of Year 1 (say, 2005), and finish it in 
February of Year 4 (say, 2009). The longitudinal approach provides several advantages: 

• We avoid the problems that come with relying on two-year-old recall in reporting of 
program engagement. Instead, we get to see the way teachers interact with the program as 
it unfolds, including the possibility of interviews and observations of participants as they 
engage with aspects of the program. This should increase the validity of our 
classifications of teachers’ experiences with BTSA/CFASST as high or low engagement.  

• We have a better chance of working with research subjects who represent the breadth of 
experience with BTSA/CFASST and the first two years of teaching, not just those who 
liked it well enough to respond to the survey, or who were so “bothered” that they took 
the time to let us know what they thought. 

• We have the possibility of building relationships with research subjects over time, which 
allows for more insightful research, and helps us in tracking them as they change schools 
or teaching assignments.  

• A longitudinal study offers us a good shot at tracking the program’s impact on teacher 
retention, a key outcome that we were not able to track in the current study. 

• We believe that the longitudinal approach will help us gain better buy-in from the many 
stakeholders in the study. BTSA program directors have a greater stake in the outcomes 
of a just starting cohort of beginning teachers in their programs than the cohort that just 
graduated, over whom they have no control or responsibility. District leaders have an 
appreciation for longitudinal research that reveals change over time, so they may be more 
willing to provide test score data. With stronger buy-in from program and district staff, 
we may be able to induce greater participation rates on surveys and other instruments. 

• BTSA already requires active program participants (i.e., teachers in their first two years 
of teaching as well as program directors and other program staff) to complete annual 
online user surveys. We could work with BTSA leaders to design survey instruments that 
more readily supply information needed for the study, as well as use their Web interface 
to recruit teachers for more active participation in the study. Of course, the surveys could 
not be anonymous, though they would remain confidential. 

• The collection of data over three years allows time for the development, testing, and 
revision of instruments used in the later years of the study during the relatively quiet 
times between data collection points in the early years. This would allow time to improve 
the measurement qualities of the instruments that are used to classify teachers with regard 
to their level of engagement and their teaching practices.  

• Not only would we have extra time for completing pilot tests of instruments, we would 
have “extra” cohorts of teachers on which to pilot-test them. In the current study, we did 
not feel that we could use up any potential study participants (programs or individual 
teachers) by exposing them to pilot-test versions of instruments—we needed their 
participation in the actual study. In a four year design, we can pilot-test instruments to be 

IAIPSL Study, Report 4: Methodological Considerations and Recommendations for Future Research 31
www.ztcprep.com



 

used in the third year on teachers who are in their third year of teaching during Years 1 or 
2 of the study. 

• Even though the most significant findings from the study would not be presented until its 
completion, the formative evaluation conducted during the implementation of the 
evaluation may provide useful information, both for the client and the research team. 
This, in turn, would also influence the cost-benefit balance of this design model 
compared to a shorter, less expensive design. 

With regard to cost, it should be noted that a 48 month study of the type just described would be 
more expensive than the current study, which took place over 20 months (several more months 
than originally planned). However, it would not be proportionally more expensive, as the work 
would be stretched out over time, and some of the quality control measures described above 
might well result in savings. Furthermore, the quality of the results would be improved, making 
the value of the study competitive with the “faster, cheaper” model. 

Utilize Multiple Years of Student Achievement Data 

There is a significant advantage to be gained by extending one aspect of the study by an 
additional year, namely the collection and analysis of student test score data. Kane and Staiger 
(2002) and others have noted the phenomenon of year-to-year cohort “bounce” in test score 
averages. The analysis of a second year of student outcome data would contribute a great deal to 
the robustness of our estimates of impact on student learning, as well as the sustainability of the 
effects of BTSA/CFASST on teachers. With relationships with participating schools and districts 
already in place, we would hope that obtaining a second year’s dataset would not be as difficult 
as in the first year. 

To further strengthen the analysis of impact on student learning, we could collect student 
achievement data at multiple points, not just in Year 3. We would be interested in tracking 
change over time of the students who are in the classrooms of teachers in the study in Year 3, by 
using growth models, such as those advocated by McCall, Kingsbury, and Olson (2004), Rowan, 
Correnti, and Miller (2002), and others. These authors argue that growth scores are a more 
accurate measure of teacher effectiveness than static cohort means. In this type of analysis, 
students’ prior achievement acts as a control for later achievement, obviating the need for less 
sensitive controls like API. Growth modeling at the student level can account for the class-to-
class variations that teachers experience. Simply, some classes “gel” better than others. Of 
course, obtaining the data for particular students requires that we be able to access student data 
by student identifier, not teacher identifier. This will only be possible in districts that maintain 
data in this way.  

Identify a Better Comparison Group through a True Randomized Design 

To obtain a truer estimate of program impacts, we would also attempt to identify a more 
appropriate comparison group. This aspect of the design is harder to control than the timeline of 
the study, as it is heavily influenced by state and local decisions about program implementation 
as well as pressures to provide an induction experience for all new teachers. Ideally, we would 
like to employ a true randomized design in order to be able to rule out alternative explanations 
for differences between the treated and untreated teachers. This could be accomplished within 
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the four year longitudinal design described above if a representative sample of school districts in 
California would be willing to randomly “ration” BTSA/CFASST so that some new teachers 
receive the program while others do not.  

It is well known that this sort of program rationing is hard to sell to program administrators, 
teachers, and parents. The policy and research value of a randomized design would have to be 
shown to be large enough to offset the perceived disadvantages to students, teachers, and 
schools. It is likely that non-biasing incentives will be needed to induce districts and teachers to 
participate in a randomized design, which will add to the cost of the study. Designing the 
incentive system and persuading stakeholders is work that would need to be undertaken at least 
six months before the start of sampling and data collection. In addition to these considerations, 
current California state law requires participation in a teacher induction program (or completion 
of a master’s degree program) to obtain a “Clear Teaching Credential.” Thus, the state would 
have to allow for a variance from the law for research purposes. 

Rationing a service like new teacher induction for research purposes raises ethical questions that 
must be taken very seriously. However, our own research documents the fact that some teachers 
receive a minimal “dose” of the program already, which is to some extent due to problems in 
resource allocation. Deliberately rationing the program within districts and schools would 
randomly allocate this variation, which is arguably a more fair system of distribution of limited 
resources. In a related vein, Cook (2002) takes up the ethics of rationing services, and makes the 
point that it may be unethical to subject an entire population to a treatment that is of unknown 
value and may have unintended negative consequences. Rationing the program across districts or 
schools, on the other hand, seems unethical and would reduce the statistical power of the design. 

With these and other difficulties, a randomized design may seem like more trouble than it is 
worth. But before jettisoning the idea entirely, it is worth remembering that new teacher 
induction programs cost the state of California close to $80 million per year. A one-time, large 
sample, longitudinal, randomized design study that allows policymakers to accurately gauge the 
programs’ impact may well be seen as worthwhile when viewed in this light. If the generally 
positive findings of this study were to be replicated in a large-sample randomized design, then 
the state of California, which is faced with serious budget problems, would know not to cut 
funding for the program; without that information, the program is in jeopardy of being cut. And 
if the findings were negative or neutral, policymakers would know that the program should be 
cut, absent serious improvements. 

Alternatively, Strengthen the Quasi-Experimental Design 

If a truly randomized design were deemed infeasible, then we would propose that the quasi-
experimental design be strengthened by collecting data on a wider range of control variables, 
particularly in regard to teachers’ baseline “quality.” It should be noted that selecting or 
developing a reliable and valid measure of baseline teacher quality is a non-trivial matter. 
Researchers have employed SAT and ACT scores, Praxis scores, and ratings of the selectivity of 
the pre-service institutions attended by teachers, but all of these are merely proxies for baseline 
teacher quality, which is a far more complex and difficult-to-measure construct. With such data, 
we would be better able to address the question that we had to leave unanswered in the current 
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study: To what degree are the differences between the high and low CFASST groups attributable 
to differences in the two groups of teachers that pre-existed their entry into BTSA/CFASST?  

Achieve Statistical Power and Contrast with a Smaller Initial Sample Size 

One argument in favor of a randomized design is that the number of teachers needed at the start 
of the study can be much smaller than the 1,125 we began with at the start of this study. This has 
obvious implications for cost and feasibility. If we hope to be able to compare a group of 100 
treated teachers and 100 untreated teachers (a total of 200 teachers), we could start with a sample 
of 500 teachers, which would allow for a 60% attrition rate. This would be sufficient to cover 
attrition due to teachers leaving their teaching assignments (roughly 33%, according to Ingersoll, 
2003) as well as allowing a cushion for attrition from the study. One hundred teachers in each 
group yields reasonable statistical power for detecting group differences at both the teacher and 
student levels (Cohen, 1988; Slavin, 2003). 

If we were to employ a quasi-experimental longitudinal design, we could still reduce the number 
of teachers in the initial sample. We would recruit a larger sample in Year 1 of the study (when 
we know nothing of an individual’s prospective experience in the program), so that in Year 3, we 
could choose a highly attenuated sub-sample of teachers to focus on for the comparison—
teachers who had the highest engagement with the program and teachers who had the lowest. 
This will sharpen the comparisons and improve the estimates of program impact. As a rough 
estimate, we might recruit 600 teachers into the study from the beginning. Assuming that 33% of 
the teachers leave teaching by Year 3 (Ingersoll, 2003), there will be 400 teachers left. From 
those 400 teachers, we have a good chance of identifying 100 teachers with the highest 
engagement and 100 teachers with the lowest engagement. As described above, 100 teachers in 
each group yields reasonable statistical power for detecting group differences. The “distance” 
between the two groups is likely to be magnified when we have the option of discarding half the 
sample. Alternatively, we could leave the middle group in the sample, and seek to understand 
where the breakpoint is, or where in the continuum of engagement with BTSA/CFASST do we 
start to see measurable differences in impact on teacher practices and student learning. (In terms 
of impact on teachers, keeping the middle group will raise the cost of the observational 
component of the study by 50%.)  

Raise the Statistical Power for Teacher Impact Analyses by Using Questionnaires  

We have discussed in detail the logistical and measurement problems that attended the 
observational case studies in which we looked for impacts on teacher practices. We also 
discussed the limited statistical power of the small sample utilized for the case studies. To better 
understand impacts on teachers, we would need to raise our statistical power by increasing the 
sample size of teachers for whom we have data on classroom practices. However, the logistical 
and measurement challenges associated with our observation-based case study methodology 
militate against using it on a larger sample. We could abandon the hope of detecting differences 
in teacher practices from a statistical point of view, and regard the observational case studies as a 
means to better understand those differences observed at the student level.  

Or, we could utilize other kinds of measures of teacher practices that are cheaper and easier to 
implement, such as teacher logs or surveys of classroom practices. Using these types of methods, 
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we could reach a larger sample of teachers and thus increase our statistical power to detect 
impacts on teachers. Developing such instruments is a non-trivial matter. Between positive social 
bias in teachers’ responses and lack of common definitions for the meanings of certain 
educational terms, the validity of surveys and logs as measures of teaching practice is shaky. One 
strategy for improving these measures is to use quantitatively focused and verifiable questions, 
such as “How many times did your students participate in peer editing in the past month?” or “In 
the last three tests that you gave, how many questions did you ask?” We can continue to use 
direct classroom observation on a representative sub-sample of 30-40 teachers to establish the 
validity of the surveys or logs. If there are serious discrepancies between our observational 
findings and some items in the logs or surveys, we will know to throw those items out or 
condition our interpretation of them. We expect that enough items will be validated that we will 
be able to better estimate impact on teaching practices. And there will be the added benefit of 
having a refined and validated assessment tool for large-scale application. 

Strengthen Instruments and Protocols 

In the section on Challenges, Disruptions, and Instabilities, we recommended specific 
modifications in the case study methodology, that the DOP be replaced as an overall measure of 
teaching effectiveness, and that the value of student interviews be reconsidered. We now 
highlight two additional points that seem key to improving the overall reliability and validity of 
findings, primarily through the mechanism of quality control.  

Pilot-Test Instruments 

As we saw earlier, not piloting our instruments led to problems that could have been minimized 
if pilots had been in place. For example, we would have made other arrangements for coding the 
questioning and feedback data from the outset of the study had we understood the difficulty field 
researchers were having doing it at the end of long days of observation. Or, we may well have 
replaced the DOP with another instrument once we saw the difficulty researchers were having 
with it. We think that some of the measurement properties of the initial survey by which we 
classified teachers into high, middle, and low CFASST engagement groups could be improved 
had we had pilot-test data on the items’ performance and an opportunity to try out alternative 
models of combining item scores.  

From these lessons, we recommend that small pilot studies be carried out to fine-tune all data-
gathering tools and protocols. We note, however, three constraints on pilot studies: time, money, 
and population size. In terms of time, the lengthening of the timeframe suggested above makes 
room for pilot-testing. However, evaluation findings are only useful if the information is current 
and can be promptly used to improve the phenomenon being assessed. Conducting pilot tests 
also adds to the costs of evaluation—mostly in the form of researcher time to conduct the pilot 
test, analyze results, and make adjustments in the instrument. There may also be costs associated 
with incentives for participants to test the instrument and provide feedback. Occasionally, what 
is learned in a pilot test is so critical that it is easily seen as justifying the cost, but usually we are 
talking about incremental improvements. Finally, when working with a large population, 
selecting a sample and using it for a pilot is a reasonable thing to do. But when the population of 
interest is small, using subjects for a pilot translates into reducing the final sample size. This 
presents a dilemma for researchers: They can work with a less powerful sample size, or they may 
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select a sample that is similar—but not identical—to the population, and risk the possibility of 
obtaining slightly different results based on sample differences with the population of interest. 
The four year longitudinal plan described above, however, provides distinct cohorts on which to 
pilot-test the Year 3 instruments and protocols. 

Systematically Monitor and Calibrate Raters 

When attempting to use raters’ judgments to assess complex phenomena like teaching practices, 
it is possible to attain defensible scores if there are systematic quality control processes sustained 
across the study. There are four specific quality control improvements that we recommend if 
similar classroom observation methods are used in future studies of BTSA/CFASST:  

• Implement one or two additional practice sessions with extensive individual and group 
debriefings, led by the case study manager. 

• Ensure there is enough time to perform calibration conversations—both individual and 
group—at regular intervals (at least weekly). This would lead raters to develop and share 
a common framework for interpreting what they see in the classroom. It would also lead 
researchers to revisit cases as needed. 

• Plan for inter-rater reliability reports to be made available to field researchers and their 
supervisors several times during data collection. 

• Outline the case study manager role (and adjust his or her schedule accordingly) so that it 
emphasizes the monitoring of field researchers, ongoing improvement of data gathering 
protocols and instruments, and communicating these improvements and changes to field 
research staff.  

We should note that even though the case studies did not go as well as expected for the reasons 
mentioned above, we were still able to gather good data, as confirmed by the final DOP scores; 
these show reasonable psychometric characteristics both across raters’ pairs and overall. The 
most important element in achieving this quality of data is, in our view, the built-in calibration 
conversations. That is, we believe that talking out loud about the specific ratings given to each 
case is an effective way to deal with many of the difficulties raised by this kind of data.  

Clarify Client and Evaluator Responsibilities 

Finally, we recommend that explicit attention be paid to the client-evaluator relationship, in 
particular to the enumeration of the responsibilities of each. In order for any program evaluation 
to be implemented in a timely, cost-effective manner, there needs to be specific delineation of 
responsibilities that includes a detailed description of the tasks to be performed, who is to 
perform them, a precise account of the resources needed to perform those tasks and deliver the 
products, and a disclosure of funds that would be available to ensure the prompt and correct 
completion of those tasks. Our experience in this study and others in which the evaluator is 
contracted by a client organization is that the original proposal, its amendments, and the contract 
form the basis for the evaluator’s responsibilities. By contrast, it is less usual for the client’s 
responsibilities to be so clearly identified.  

In any evaluation there is a symbiotic relationship between the client and the evaluator. Even 
though the contract may reflect the usual situation in which the evaluator does the large majority 
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of the work of the evaluation in exchange for payment, the client organization holds keys to data, 
access to subjects, and critical relationships. Some of the challenges of access to data in this 
study related to state-level regulations, but some of the misunderstandings and delays we faced 
could be eliminated if a clearer inventory of data and databases had been provided and/or agreed 
upon before the initiation of the study.  

Thus, one of the lessons learned from this study would be to develop a joint evaluation plan that 
enumerates the responsibilities of both client and evaluator. This would be even more necessary 
in a four year study, where the logistics would be more complicated and we would need to 
prepare for the possibility of change in leadership on the parts of either the client or the 
evaluator. Such an approach could also set the tone for clear and efficient communication 
between the client and the evaluator across the span of the evaluation, especially with regard to 
availability and format of data.  

Conclusion 
One of the core notions within our meta-evaluation framework is the notion of regulation, which 
we drew from the literature on teaching. It is useful to conclude with another analogy to 
teaching. Just as the purpose of teaching is to advance learning, our purpose in undertaking this 
meta-evaluation is to advance learning—the learning of those directly connected to the 
evaluation, as well as researchers and practitioners who might benefit from our story.  

We offered the three-part meta-evaluation framework as a way to scaffold learning, to make it 
more likely that readers could draw lessons from our experience that could be applied in their 
own evaluation work. The three parts of the framework describe the process by which research 
moves from its idealized conception to its all-too-real conclusion, through a sequence of 
regulatory steps and the manipulation of evaluation resources. Applying this framework to the 
details of the IAIPSL evaluation, we were able to discern threats to the completion of valid, 
defensible research. From that analysis, we were able to suggest grounded recommendations for 
future research that minimize such threats and maximize research learning. The final 
recommendations are a pointer toward the idealized conception of another research study. 

In considering this study as it moved from idealized conception to initial research plan, through 
problematic realities and responsive adaptations, to its final outcomes, it is easy to see the 
dynamic, changing nature of the evaluation process. This dynamism made ongoing demands on 
the evaluation team with regard to proficiencies necessary for evaluators/regulators: knowledge 
of research methods and the program under study, ability to set appropriate research questions 
and revisit those questions in light of unfolding developments, skill at sizing up where things 
stand, and having a repertoire of strategies to accomplish goals under changing circumstances. 
While we were able to “deliver” on our major research questions, it was done by adding 
significantly to the timeline and budget of the study, and the results are presented with more 
qualification than we would like, due to limitations of the design and sample. This experience 
leads us to appreciate some of the more nuanced calls for scientifically based research, those that 
acknowledge the complexities of educational settings and the challenges that these complexities 
pose for researchers (e.g., Shavelson & Towne, 2002; Natriello, 2004). 
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It is clear to us, the authors of this meta-evaluation, that our knowledge of research methods and 
the program under study were deeply enhanced by the process of the evaluation itself. The 
challenges, disruptions, and instabilities of the evaluation led us to observe the program more 
carefully, to seek out information and approaches that could help us solve evaluation problems, 
and to reflect upon and evaluate the success of these efforts. Even at this concluding point, the 
point at which the data have been collected, analyzed, interpreted, and reported, we still find 
ourselves reflecting on the process and learning. It is our hope, in this report, that we have 
presented our learning in ways that benefit not only our own future research, but also the 
research of others. 
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Appendix 1 

Results of Questionnaire and Oral Debriefings with Members of the IAIPSL 
Research Team Regarding the Case Studies 

The information provided in this Appendix is based on the responses of the team members to a 
written questionnaire and on written records of a debriefing session led by the Case Study 
Manager about researchers’ experiences in this project. 

Classroom Observations and Videotapes 

Researchers noted that even though the access to the classroom was essential, it was not 
sufficient. While some researchers felt that the number of observations per teacher should have 
been increased, others felt that the number of teachers who were observed should have been 
larger. 

All observers felt that the videotape was a very effective part of the study. However, team 
members reported two areas in which they felt confused. First, there was not a standard way to 
capture the classroom environment (e.g., while some researchers always focused on the 
classroom rules, others just passed the camera through them). Second, there was a lack of 
agreement about what “data” needed to be captured (e.g., it was not clear whether the camera 
was to follow the teacher at all times, or if it should also capture the work being done by students 
participating in groups not supervised by the teachers). As a result, researchers gathered different 
kinds of evidence allowing for different levels of inference (e.g., if an observer did not stop the 
camera to display the classroom rules, it was harder for reviewers to score Element 2.3 
“establishing and maintaining standards for student behavior,” or if a whole view of the 
classroom was not captured it was more difficult for researchers to score Element 2.1 “creating a 
physical environment that engages all students”). The main suggestion to improve this aspect of 
the study was to increase the training so that all researchers would learn to place the camera 
“where the action was taking place,” as one researcher put it. 

Teacher Interviews 

In general, researchers were concerned that a) teachers were a little bit nervous about the 
interviews, b) some of the questions in the interviews were confusing and thus did not 
appropriately address the research questions at the core of this study, and c) that the interviews 
were not long enough to provide teachers time to fully articulate their responses and/or for 
researchers to probe the teachers as needed. 

To address these concerns, researchers suggested a) letting teachers know in advance that the 
type of questions included in the interview were similar to those included in the CFASST 
“Profile of Practice” form, b) fine-tuning the interview questions and the coding of the 
interviews, and c) scheduling more time for researchers to meet and interview teachers. 

Regarding the “preobservation” teacher interview, researchers mentioned several concerns and 
offered various suggestions to overcome them: 

IAIPSL Study, Report 4: Methodological Considerations and Recommendations for Future Research 42
www.ztcprep.com



 

1) The interviews sometimes did not include the right questions to ask. Not all researchers 
felt that they had been properly instructed on how to probe teachers to get to the depth 
required.  

2) More questions should have been asked to address all the dimensions included in the 
DOP. One researcher suggested deleting  Questions 3 and 4 (respectively, “What 
instructional strategies and activities will you use for this lesson? Why have you chosen 
this approach for this lesson?” and “What resources and materials will you use? Why did 
you select these materials and resources?”), since these aspects could be directly 
observed during the classroom visit and seemed to overlap with Question 5, and adding 
instead the following questions: “What standards are you addressing (in this lesson)?” 
“What factors did you take into consideration when you planned this lesson?” “How did 
this influence your strategies, activities, and materials?” and “Remembering the CSTP, 
do you reference the Standard for Planning Instruction and Designing Learning 
Experiences for All Students when you do your planning and lesson design?” and “How 
does that guide you?” 

3) Those areas of teaching that could not be readily gauged by an observation should have 
been addressed during the interview, such as the use of assessment results for planning 
(Element 5.2), long-term teaching plans (4.4), how discipline was set up in the classroom 
at large (2.4), and specific questions about student background and experiences (4.1 and 
4.2). 

4) Question 1 (“What do you want your students to learn in this lesson?”) should have been 
asked more directly and focused more on how the teacher conceptualized the lesson and 
the areas he or she paid attention to while planning the lesson (e.g., ask teachers “What 
will you be teaching today?” followed by “Why is this important for your students?” and 
“What considerations did you take into account in planning this lesson?”). 

5) Questions 6 (in which teachers were asked information about the demographic 
composition of the class and the school) and 7 (“Is there anything else you’d like us to 
know about? Are there any special circumstances that we should be aware of?”) should 
be reversed, allowing the interview to be completed before the researcher sets off to 
gather contextual data from the teacher. 

6) Taking notes in the interview booklet during the interview was an uncomfortable thing 
for interviewers to do, thus some decided not to do it. As a result, there was a lack of 
standardization both in the way the interviews were conducted and in the way and time 
invested to process the case studies (i.e., those researchers who did not take notes may 
have had more “conversational time” and spent more time transcribing the interviews). 

After conducting the pre-observation interview, researchers were asked to code it using a 
protocol. Researchers noted that on occasion it was difficult to match teachers’ answers to the 
given categories (e.g., in Question 2, which asks teachers to discuss how the lesson fits in with 
the teaching that they had done recently, researchers found it difficult to code teachers’ answers 
as “activity-driven” versus “cohesive”). 

When asked about the “post-observation” interview with teachers, researchers stated that the 
interview questions were too general and were not sufficiently grounded in evidence from the 
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lesson observed, thus causing teachers’ answers to be vague and rather speculative. Researchers 
offered several solutions to address this problem:  

1) Collect student work and present it to teachers as a way to ground the post-interview 
conversation. 

2) Eliminate the first question (“Earlier, you named these as your goals for the lesson—
goals are rephrased here. Now that you have finished the lesson, do you think the 
students achieved your learning goals?”) and replace it with the prompt included under 
this question (“What is your sense of what the kids know and understand at this point”), 
possibly adding “given today’s lesson” at the beginning of the question.  

3) Ask teachers to consider first the learning of the class as a whole, then ask them to think 
about individuals or groups of students. 

4) “Promote” the second prompt (“What is the connection between those next steps that you 
just outlined and the understandings the students came to today) under Question 4 
(“Given what your students did today, what are the next steps you will take in English 
language arts?”) to a full question. (The reason for this change is that researchers were 
not consistent in their use of this prompt and thus obtained different degrees and kinds of 
evidence about teachers’ future plans and their relation to student learning and 
understanding.) 

5) Change Question 5/6 part “b” to say: “What evidence do you have that (student name) 
got it/didn’t get it?” and add the question “Why do you think this lesson worked/didn’t 
work for this particular student?” (This would have given researchers a common lens into 
how teachers modified their instruction to meet the needs of their students.) 

6) Since teachers were expected to address how they differentiated the instruction for their 
students, they should have been directly asked about this in or after Question 7 (“If you 
were going to describe your students to a teacher who was going to take over your class, 
how would you describe them as learners?”). 

Researchers noted two main difficulties in coding the post-observation interviews: a) the 
challenge to differentiate between the “partly accurate” and “mostly accurate” coding categories 
(used for Questions 1b, 5, and 6), and b) researchers’ feeling that it was unfair to expect teachers 
to have “connected and targeted” feedback on the next steps to be taken with a particular student 
without giving them a chance to assess the student’s work for evidence of their understanding. 
This had a constraining effect on researchers’ ability to rate this aspect of teachers’ practices. 

Student Interviews 

Even though all researchers found it important to give a voice to students, they all felt that the 
student interviews did not effectively reach their purpose, for two main reasons: a) the interview 
questions were very general and rather vague, and b) students in the grade levels participating in 
the study (3rd to 5th grades) are not usually articulate enough to convey their learning and 
understanding in an oral way, especially with people they are not familiar with and in ways they 
might have not experienced before. Researchers offered a couple of suggestions to address these 
limitations: a) present students with the work they had just completed and ground the questions 
in? that work, and b) increase the number of questions posed to students and make the interviews 
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longer. One researcher also suggested asking students more questions about the frequency and 
commonality of the use of techniques observed in the classroom, of the teacher assessment 
strategies, and of the ways in which behavior was established and maintained in the classroom as 
a way to confirm and enhance the evidence available to complete the DOPs. 

Researchers used a closed protocol to code the interview data and determine whether student 
learning and understanding was “superficial” or “deep.” Of all the coding protocols, researchers 
felt most uncomfortable with this form, and noted several problems: 

1) The forms were too general. It was suggested that the forms should include several 
codes—as opposed to just one to code student’s depth of understanding—to capture 
various aspects of student understanding.  

2) Given the scarcity of available information, it was a big challenge to assign a code 
regarding whether the student learning was at a surface, intermediate, or deep level. 

3) Assessing student learning was problematic because of researchers’ lack of familiarity 
with students’ previous knowledge, starting point, and the type of learner students were.  

4) It was not clear, when the lesson had not been evaluated as “deep,” if students who 
understood the concepts being presented and correctly completed their work should be 
labeled as having attained deep understanding or not. 

Question coding forms.  
Researchers found that coding the questions/answers from the lesson was a great challenge to 
them, mostly because of the lack of a common interpretive framework. More specifically, 
researchers indicated that they had a hard time differentiating between open versus closed 
questions and between “surface, intermediate, and deep” types of questions and answers. (Note: 
researchers’ reported difficulty with coding the Q&A was confirmed in post-analysis that 
revealed the poor quality of this data and led the program evaluation team to request a new staff 
member to recode all the data gathered with this Q&A form.) 

Feedback coding form. The only comment made by researchers was their difficulty with 
coding? teachers’ feedback in the “instructional” versus the “substantive” categories. 
The CSTP Ratings or DOP 

In our report we discuss elements of the DOP that made it difficult for researchers to complete 
the forms and may have resulted in threats to the validity of the case studies scores. Here we will 
look specifically at the difficulties noted by researchers when using particular elements of the 
DOP. 

Overall, researchers felt that standard 2 (“description of practice for creating and maintaining 
effective environments for student learning”) was the easiest one to score. This is probably due 
to the fact that most of the elements in this standard include behaviors that are easy to observe 
and record and for which evidence was readily available. 

Standards 1 (“description of practice for engaging and supporting all students”) and 3 
(“description of practice for understanding and organizing subject matter for students”) had some 
elements that were deemed as easy to score and some that were considered hard to score, as we 
discuss next. 
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Regarding Standard 1, Elements 1.2-1.3 (“connecting students’ prior knowledge […]. with 
learning goals,” “using a variety of instructional strategies to respond to students’ diverse needs,” 
and “facilitating learning experiences that promote autonomy, interaction, and choice”) seemed 
to pose no difficulty for raters, while Elements 1.4 (“engaging students in problem solving…”) 
and 1.5 (“promoting self-directed […] learners”) seemed to be more difficult to score. Elements 
1.1-1.3 were seen as easy to score because they were topics addressed in the interview or that 
were visible while observing the lesson. In contrast, element 1.4 was deemed as hard to score 
because there was not a common understanding about what was meant by “problem-solving” and 
how one could gather evidence of this taking place in the classroom. Element 1.5 was judged as 
challenging to score because there was not a common view of what reflective learning meant and 
looked like, especially when dealing with different types of activities. 

With respect to Standard 3, Elements 3.3-3.5 (“interrelating ideas and information within and 
across subject matter areas,” “developing student understanding through instructional strategies 
that are appropriate to the subject matter,” and “using materials […] to make subject matter 
accessible to all students”) were regarded as easy to score, while Elements 3.1 and 3.2 
(“demonstrating knowledge of subject matter and student development,” and “organizing 
curriculum to support student understanding of subject matter”) seemed to present more 
challenges for DOP raters. The most plausible reason for this discrepancy is that while Elements 
3.4-3.5 were easily captured during the classroom visit and on the tape, Elements 3.1 and 3.2 
were not easily discerned from classroom practices and not directly addressed in the interview. 

Standards 4 and 5 (“description of practice for planning instruction and designing learning 
experiences for all students,” and “description of practice for assessing student learning”) 
seemed to be, overall, harder to score than the other elements.  

In relation to Standard 4, while Element 4.1 was mentioned as easy to score by all raters, the 
other elements were mentioned as hard to score by at least one rater, and Element 4.4 was 
regarded as being “hard to score” by all raters. Element 4.1 (“drawing on and valuing students’ 
backgrounds, interests, and developmental learning needs”) was addressed directly in Question 1 
of the preobservation interview (“What do you want your students to learn in this lesson?”), and 
was touched upon in other parts of the interview. Having solid evidence to score this element 
was probably the main reason why researchers found it easy to score. In contrast, Element 4.4 
(“designing short-term and long-term plans to foster student learning”) was hard to address 
because researchers had no access to long-term plans (other than the teacher account of what 
his/her next steps were going to be, which was an account often tailored and reduced to the 
lesson at hand) and thus had no strong evidence to back their decisions on this element. 
Furthermore, as we mentioned above, researchers were confused about how to proceed when 
evidence was not available, thus making this element hard for researchers to score. One 
suggestion presented to overcome this problem was to ask teachers for their lesson plan for the 
lesson being observed as well as a brief account (preferably in writing) of their long-term 
planning and how this lesson fit in it. 

Concerning Standard 5, Element 5.1 (“establishing and communicating learning goals for all 
students”) seemed to be easily assessed using evidence from the lesson and from the student 
interviews (to see whether teachers had effectively communicated the goals of the lesson to 
students). However, Element 5.2 (“using formal and informal evidence of students’ learning to 
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guide planning and instruction”) presented two types of problems. One was the fact that 
researchers had little access (if any) to see how teachers used evidence of student learning in 
planning and instruction. The other was the expectation of observing “adjustments while 
teaching” to score high in this element, since there were instances were the lesson went perfectly 
well and changes were not needed. The alternative criterion included under this element—
planning of a lesson connected to evidence from student learning—was not always evident 
through the interviews or the observation. 
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